
Pontificia Universidad Católica de Chile
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Abstract

The understanding of cosmology has been boosted by the study of the Cosmic Mi-

crowave Background (CMB). After the full sky survey done by WMAP, which set-

tled CMB brightness temperature fluctuation measurements down to angular scales

of 20′ (` ∼ 500), new interest has been developed for even smaller angular scales.

The Atacama Cosmology Telescope (ACT) has measured these fluctuations up to

arcminute angular scales. The analysis of the ACT data required the development of

a new data-reduction pipeline based on a detailed understanding of the telescope’s

properties and systematics. This thesis presents a study of those properties and sys-

tematics in the context of the acquired raw data, providing data reduction techniques

to handle them. In Chapter 1, an introduction to the field of study of the ACT project

is presented, justifying the subsequent work as a necessary step in the achievement of

reliable scientific results. Chapter 2 provides basic information about the instrument

and data acquisition. Chapter 3 reviews the interaction of the instrument with the

sky signal, characterizing it from the perspective of the Time Ordered Data (TOD)

as output by the telescope. Chapter 4 refers to the data selection techniques and

results, providing a summary of the available data after the first two seasons of obser-

vations. Chapter 5 presents a study of the atmosphere signal seen by the telescope,

estimating its load and fluctuations, characterizing its effects on the maps and pro-

viding methods to reduce these effects. Chapter 6 characterizes the random noise

measured in the data and provides sensitivity statistics for season 2008. Chapter 7

describes the systematic signals seen in the data, providing methods to identify and

remove them. Chapter 8 reviews the map-making process, extending it to the case

where the systematic removal methods described in previous chapters are used. It

also characterizes the effect in the maps produced by each kind of systematic signal

and gives a summary of the map-making state-the-art within the ACT collaboration.

Chapter 9 summarizes the conclusions that came out from this study.
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Resumen

El área de la cosmoloǵıa se ha visto enormemente potenciada por el estudio del Fondo

Cósmico de Microondas (CMB). Luego de los resultados obtenidos por WMAP, que

permitieron establecer con máxima precisión el espectro de potencia del las fluctua-

ciones de brillo superficial del CMB para escalas mayores que 20′ (` ∼ 500), se ha de-

sarrollado interés por estudiar escalas aún menores. El Atacama Cosmology Telescope

(ACT) ha medido dichas fluctuaciones en escalas del orden de 1′. El análisis de dichas

mediciones ha requerido el desarrollo de una plataforma de reducción de datos basada

en un conocimiento detallado de las caracteŕısticas técnicas del telescopio. Esta tesis

presenta un estudio realizado de los efectos sistemáticos y propiedades de los datos

obtenidos por el telescopio, proponiendo a su vez métodos para manejar dichos efec-

tos. El caṕıtulo 1 presenta una justificación del trabajo realizado en el contexto de los

objetivos cient́ıficos del proyecto. El caṕıtulo 2 entrega información básica sobre las

caracteŕısticas técnicas del telescopio. El caṕıtulo 3 estudia las señales celestes que se

espera captar, poniéndolas en el contexto de la forma en que los datos son registrados.

El caṕıtulo 4 se refiere a las técnicas utilizadas para seleccionar los datos que pueden

ser utilizados para producir mapas, entregando a su vez estad́ısticas sobre los datos

obtenidos en las dos primeras temporadas de observaciones. El caṕıtulo 5 presenta

un estudio de la señal atmosférica captada en las bandas del telescopio, incluyendo

sus efectos en los mapas y mecanismos para removerla de los datos. El caṕıtulo 6 es-

tudia el ruido aleatorio en las mediciones, estimando la sensitividad de los detectores.

El caṕıtulo 7 estudia los efectos sistemáticos observados en los datos, proponiendo

métodos para reducirlos. El caṕıtulo 8 presenta las ecuaciones de mapeo, extendi-

das para incluir los filtros introducidos en caṕıtulos anteriores, aśı como ejemplos de

los efectos sistemáticos en los mapas e información sobre los primeros resultados del

proyecto. Finalmente el caṕıtulo 9 resume las conclusiones de la tesis.
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Chapter 1

A Sparkle in the Night

1.1 Unveiling Nature

Johannes Kepler was born in December 27, 1571, in a period when the inrush of whole

new set of ideas and discoveries changed the intellectual mindset of our western soci-

ety forever. Since his youth, Kepler was obsessed with the idea of finding the needed

equivalence between his deepest philosophical beliefs, mainly driven by the strong

theological beliefs that prevailed at the time (he was Lutheran), and the magnificent

harmony shown by the celestial objects seen in heavens. Under a deeply mystical

assumption, he thought that the unperturbed motion of planets around the Sun rep-

resented the best example of perfection in God’s creation, perfection that could only

be compared to the immaculate properties of geometrical figures. He thought that

the Platonic Solids, given their multiple symmetries and regularities, were another

example of this perfection, and so contained the harmony that explained the motion

of celestial objects. It was not until he became assistant of Tycho Brahe, at that time

the official astronomer of Emperor Rudolf II, and specially after Tycho’s death in

1601, that he could test his theory with the necessary data. Tycho was an extremely

rigorous and systematic observational astronomer. Through 38 years he measured the

positions of hundreds of stars and planets with unprecedented accuracy and repeti-

tiveness1, developing new observational techniques and methods, and systematically

recording his measurements in organized catalogs, which he kept as the most valuable

treasure on Earth. Such was the jealousy with which he kept them, that Kepler only

gained free access to them after Tycho’s death, providing him with the most fantastic

set of information that an astronomer of the time could ever yearn for. He tried to

1Tycho achieved a consistent 1′ accuracy in his measurements using naked eye instruments.
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2 A Sparkle in the Night

model the planet orbits by uniquely inscribing or circumscribing the planet spherical

orbs on the solids, placing them one inside another such that they defined the relative

proportions of the system. After years of fruitless attempts, especially in trying to

explain the retrograde motion of Mars, he was forced to give up his idea. The strength

of the evidence forced him to try other less “ideal” geometries, finally reaching to the

conclusion that planets form elliptical orbits with the Sun at one of its foci, sweep-

ing out equal orbital areas in equal times. Years later he would also show that the

square of the orbital period was proportional to the cube of the semi-mayor axis of

the ellipse, completing the three planetary laws that carry his name until today.

Kepler’s story not only marks the beginning of modern astronomy and its de-

parture from astrology, but it also shows a clear example of the intimate relationship

that exists between purely theoretical ideas and the experience that links them to this

world: something one can call “scientific thinking”2. Throughout the 400 years that

have elapsed since Kepler’s discoveries, we have seen multiple examples of this tension

between theoretical ideas and experimental observations. It is from the combination

of the two that the scientific discoveries have been possible.

In the last century we have seen a spectacular development of our understanding

of the Universe. In the last two decades we have been finally able to understand fun-

damental aspects of Cosmology that allow us to say, to an excellent level of confidence,

that we have a model that explains the Universe from its very early stages until today.

This amazing progress has only been possible through achievements in both theory

and experiments, one pulling the other and vice versa, and in strict connection with

the development of new technologies. In 1925, Edwin Hubble announced an amazing

discovery: distant galaxies were isotropically receding away from us with speeds that

only depended on our distance to them. His observation, done with the most power-

ful telescope at the time at Mount Wilson, had strong theoretical implications. The

homogeneous and isotropic expansion of the Universe could be extrapolated back in

time, leading to the idea that the whole observable universe was once concentrated

to the size of a grapefruit, an initial state from which the present cold and rarefied

universe emerged through a fabulous expansion. Theorists of the time, and in the

subsequent decades, benefitted from the new concepts of general relativity and parti-

2A remarkable property of theoretical thinking, which is also present in Kepler’s original idea,
is the common conviction that the Universe is inherently harmonic and symmetric, and that we
can use those symmetries to describe it. For Kepler that was not the solution of the puzzle, but
other areas of physics, like particle physics, are strongly based on this kind of harmonic description
of things. Still, the theory alone has no meaning without the empirical counterpart, and scientific
thinking arises as the use of theory to explain what we see, or the use of experience to verify what
we think.
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cle physics to reproduce how the Universe looked like during its first stages, predicting

that this hot young Universe could be seen today as highly homogeneous blackbody

radiation reaching us from all directions of the sky in the microwave region, radiation

which was eventually called the Cosmic Microwave Background (CMB). This predic-

tion remained a theoretical conjecture among many others, unable to be verified until

40 years after Hubble’s discovery, when A. A. Penzias and R. W. Wilson fortuitously

measured an excess sky temperature coming from all directions while testing their

antenna setup at 4.080GHz [25]. Again a new technological development allowed a

quantum step in science. Since then we had to wait another 30 years until a definitive

measurement of the CMB was achieved by the space mission COBE, and its onboard

absolute spectrometer FIRAS, which unambiguously showed that the CMB had a

blackbody spectrum with brightness temperature of 2.725± 0.002 K.

Until the mid 1990s, the accepted view was that we lived in an expanding Universe,

were gravitational forces dominated at large scales, mainly through the presence of

non-baryonic dark matter3, and the discussion was centered on whether there was

enough matter to stop this expansion and eventually re-collapse it, or if the Universe

was meant to keep on growing forever. But this idea started changing upon better

experimental constraints of the cosmological parameters, suggesting that another sort

of energy dominates the Universe at large scales, opposing gravity with an expansive

effect [22]. This idea was confirmed a couple of years later. Extending Hubble’s ob-

servation to much greater distances by using newly born techniques from the study

of Type 1a supernova events, and the use of larger and more powerful telescopes, the

High-z Supernova Search Team in 1998 [29], and the Supernova Cosmology Project in

1999 [26] showed that the Universe was actually undergoing an accelerated expansion.

This implied the existence of a new form of energy, often called “dark energy”, or

perhaps a property of the vacuum itself. It does not imply a fundamental flaw in the

theoretical models accepted at the time4. For instance, the observed effect is a nat-

ural consequence of general relativity when provided with a “cosmological constant”

term, or for any scalar field model with equation of state parameter less than −1/3

(equivalent to a negative pressure). Still, today one of our main scientific challenges

is to explain the nature of this energy, why it constitutes nearly 72% of the energy

3Dark matter only interacts gravitationally. It does not interact with light. Its existence was
first detected in 1933, and it has been used to explain why the rotational curves of spiral galaxies
require more mass than what is observed given their baryon content.

4Every new discovery can rule out several theoretical models in discussion at the time. With this
statement we want to say that the main models of the time were compatible with the idea of dark
energy.
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content of the Universe, and to explain the fine tuning needed by the conventional

models to achieve the observed universe.

Mother Nature often gives us a handle that allows us to understand her deepest

properties. One of these handles motivated what is maybe the last great experiment

done so far in this field. Our model of the initial conditions of the Universe not only

predicts that the CMB has a uniform blackbody spectrum, it also predicts the pres-

ence of tiny temperature fluctuations in angular space, of only one part in 105 of the

average temperature. These fluctuations are derived from the fundamental proper-

ties of the Early Universe and thus contain valuable information about it. The first

successful attempt to measure these fluctuations was done by COBE and its differ-

ential radiometer DMR, which measured the CMB dipole, produced by the relative

motion of the Earth with respect to the rest frame of the CMB, and CMB fluctua-

tions on a ∼ 7◦ scale and down to a level of ∼ 30 µK. The definitive measurement

came from another satellite based differential radiometer, the Wilkinson Microwave

Anisotropy Probe (WMAP), which measured these anisotropies on a ∼ 0.2◦ scale,

probing the available theory with unprecedented precision, and allowing the estima-

tion of fundamental cosmological parameters like the energy content of the Universe.

COBE and WMAP opened a whole new field in observational cosmology and have

been surrounded by dozens of other smaller experiments that share the same goal:

understanding the fundamental properties of our Universe by observing the CMB.

1.2 Brief Story of the Universe

The currently accepted picture of the Universe is a result of the contribution of hun-

dreds of scientists from multiple areas of the natural sciences, and has been developed

through hundreds of years of progressive work. There is no uniquely accepted view of

the Universe, and many areas still wait to be explained, so here we will provide only a

basic overview based on the mostly accepted Big-Bang theory as a way of introducing

the aspects that motivated this dissertation.

According to the Big-Bang theory, at the very beginning space and time were

concentrated in some form of singularity, such that no physical theory available can

explain the properties of the Universe before ∼ 10−43 s after the Big-Bang5. Since

then it has uninterruptedly expanded, “diluting” its energy density at the same time.

5Some theories, like the cyclic model [38], solve the initial conditions avoiding the singularity
and producing serious pre-big bang insight, although they are not part of the “standard” model
described here.
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During the first hundreds of seconds, all the different particle constituents of the

Universe were sequentially created in a process called Big-Bang Nucleosynthesis. As

the energy density decreased, more energetic interactions became more inefficient,

while more weakly interacting particle populations froze out6.

The expansion rate, as modeled by Friedmann’s equation derived from general rel-

ativity, is determined by the dominant energy form at each time. As a way to explain

the high homogeneity seen in the CMB, it is believed that, during the first instants

of the Universe, an exponential expansion was driven by a scalar field, causally dis-

connecting otherwise connected regions of space-time. We call this process inflation.

After inflation, the Universe became radiation dominated, growing as t1/2, where t is

cosmic time. Nearly 3200 years later it became matter dominated, growing as t2/3. In

“recent” times, dark energy has begun to dominate the energy scenario, reestablish-

ing an exponential growth rate similar to inflation. If no unpredicted event happens,

this means that the Universe is destined to expand forever, ending up as a cold and

empty place. On the other hand, the Universe appears to be spatially flat, meaning

that the total energy density is equal to the critical density, and two photons emitted

parallel to each other will stay parallel forever (if not perturbed by local gravitational

potentials).

Some time after the Universe became matter dominated, when it was nearly 3.8×
105 years old, something amazing happened. Before then the energy density was

high enough that the Universe was filled up with a hot plasma constituted mainly by

free protons, electrons and photons interacting with one another (“baryon-photon”

fluid) while staying in thermal equilibrium, just like a perfect blackbody. In those

conditions photons could not travel very far without Compton scattering with an

electron, making the Universe opaque. Nonetheless, around that time the temperature

dropped below ∼ 3000 K producing the rapid recombination of electrons and protons

into neutral hydrogen, allowing the photons to travel through the now transparent

space. Photons emitted in this “surface of last scatter” have traveled the whole age

of the Universe, loosing energy together with its expansion, and are seen today as the

CMB.

The recombination process happened fast enough that the features present at

the time froze up in this radiation as in a photograph, forming the observed CMB

anisotropies. In other words, warmer regions, normally related to denser regions of

6Given the enormous energy densities present in the first instants of our history, the whole
Universe behaved as a particle accelerator, such that particle physicists have used it as a way to test
their theories.
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the plasma, show up with higher brightness temperature than colder regions, related

to sparser regions. The nature of these density inhomogeneities drawback to infla-

tion, when Gaussian quantum fluctuations were set up with a nearly scale invariant

spectrum. As these perturbations re-entered the event horizon7, they began evolv-

ing, collapsing into the regions with greater gravitational potential. The collapsing

baryons eventually gained enough pressure to bounce back, generating acoustic os-

cillations of the plasma, which were damped by diffusion losses (Silk damping). The

nature of the oscillations was determined by the sound speed of the plasma, which

was derived from the baryon density, and driven by the gravitational effect of the

dark matter content. As progressively longer wavelength perturbations re-entered

the horizon, they were able to oscillate fewer times before reaching recombination,

imprinting their particular state in the CMB. This means that scales caught at the

extreme of their oscillations appear as stronger modes in the CMB, showing up as

peaks in the observed power spectrum, while valleys correspond to oscillations caught

in the middle of their period. In its later journey to us, the CMB was also affected by

the effects of Universe’s expansion, mostly dominated by the dark energy and matter

energy densities, yielding the final position of the peaks seen today. Also, recombi-

nation was not an instantaneous processes, but instead happened gradually up to a

degree (∆z/z ∼ 10 %), introducing other properties to the resulting radiation.

Freed from the pressure support from the photons, baryonic matter could gravi-

tationally collapse, forming, in connection with dark matter, the first stars, galaxies,

clusters of galaxies and super-clusters of galaxies, in a hierarchical and non-linear

structure formation process. The distribution of these structures also reflects the

distribution of the perturbations that originated them, but this time also modeled by

the strong non-linear effects that drive their final collapse. In recent eras (z . 0.5)

the Universe has begun a new stage of accelerated expansion, stopping the growth of

larger structures in perhaps the last “phase transition” that we expect before the end

of times.

Before the CMB can reach the Earth, it must travel across the whole observable

Universe, interacting with a long list of objects and conditions whose effects can be

seen in it. For example: the reionization of the neutral hydrogen by the first stars

added extra opacity to the medium for a while; gravitational blue and red-shifting

while falling or escaping from potential wells is known as the Integrated Sachs-Wolfe

(ISW) effect; gravitational lensing from foregrounds can distort the power spectrum,

introducing non-Gaussianities in it; thermal and kinetic Sunyaev-Zel’dovich effect

7A perturbation re-enters the horizon when its wavelength is double the horizon size.
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(tSZ and kSZ8 respectively) distort the blackbody spectrum of the CMB photons

crossing hot interstellar gas in clusters of galaxies; and there is direct in-band con-

tamination from radio and infrared galaxies. All of these and other effects can be

studied from maps of temperature and polarization of the CMB.

1.3 The Atacama Cosmology Telescope

The broad set of observations available today in many fields of astronomy, but spe-

cially from the CMB and the recession speed of distant galaxies, are well fit by a 6

parameter model of the Universe called ΛCDM model. Assuming that the Universe

is flat, the parameters are the baryonic and dark matter physical densities, Ωbh
2 and

Ωch
2; the spectral index and amplitude of the primordial power spectrum, ns and

ln As; the optical depth of the surface of last scattering, τ ; and the ratio of the sound

horizon at last scattering to the angular diameter distance, θ. From these parameters

other important quantities can be derived like the energy density of the cosmologi-

cal constant, ΩΛ; the energy density of non-relativistic matter, Ωm; the rms matter

fluctuation level in 8h−1Mpc spheres, σ8; and the Hubble constant, H0 [16].

The CMB fluctuations have been measured by WMAP with an accuracy only

limited by cosmic variance down to angular scales of nearly 20′ [20], meaning that the

main measurement error is produced by the fact that we can observe a single “version”

of the CMB and that there are only a finite number of modes. So we can only expect

to have an improvement in the estimation of cosmological parameters by improving

our measurements in scales smaller than that. Also, tSZ signatures on these scales

can be used to identify clusters of galaxies, and other secondary anisotropies can

provide valuable information about the non-linear universe.

Several other experiments have focused on smaller angular scales in recent years,

like ACBAR [27], CBI [36], SZA [35], QUaD [10] and APEX-SZ [28]. But the study

of CMB fluctuations at the arc-minute scale required the development of a new gener-

ation of ground based telescopes able to produce large maps of the sky with a higher

sensitivity than their predecessors and located in sites of excellent atmospheric condi-

tions for millimeter observations. Two medium-scale projects almost simultaneously

(only 9 months apart) were approved and financed by the National Science Founda-

tion (NSF) to achieve this goal, both involving several institutions across the globe.

The first is called the South Pole Telescope (SPT), a 10m telescope located at the

8The kSZ is similar to the Ostriker-Vishniac (OV) effect, but the former is generally used for
clusters and the second applies to diffuse components in general.
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South Pole and administrated by the University of Chicago, which already began to

produce scientific results [37], and the second it the Atacama Cosmology Telescope

(ACT), administrated by Princeton University, which have also began producing its

first scientific results [13], and which is the main subject of this dissertation.

In the following chapters we provide a full description of the data obtained in the

first two seasons of observations with the ACT and the methods and techniques used

to reduce these data for the production of the first CMB maps. In Chapter 2 a basic

description of the instrument is provided, emphasizing those aspects that are relevant

for the understanding of the data. Then Chapter 3 provides qualitative and quantita-

tive properties of the sky signal that is expected to be measured, understanding it in

terms of the way in which the data are stored and pre-processed. Chapter 4 provides

basic information about the available data, describing the data selection methods

used to identify and cut the unusable data, and providing statistics to account for

the remaining data. In Chapter 5 the atmospheric contamination signal is analyzed,

characterizing it as seen for different weather conditions. Chapters 6 and 7 provides a

detailed analysis and characterization of the uncorrelated and correlated noise in the

data, respectively, giving measures of the sensitivity of the observations and methods

to reduce the correlated noise in the post-acquisition stage. In Chapter 8 we analyze

the map-making problem from the perspective of the previously discussed systematic

contamination, emphasizing the application of the proposed filtering methods, tested

using toy experiments. Finally the main conclusions are presented in Chapter 9.

The correct understanding of the Universe relies in both a correct observation of

the natural phenomena and the generation of correct theoretical models explaining

those observations. For the first, a profound understanding of the methods used to

generate those observations is fundamental. For this reason, the main goal of this

thesis is to contribute to the understanding of the ACT experiment, as a necessary

step to produce reliable information that can help to light a candle on the deepest

secrets of the Universe.



Chapter 2

The Atacama Cosmology Telescope

2.1 Introduction

To achieve the demanding technical requirements needed to measure the small scale

fluctuations of the CMB, a careful design and implementation is required. The Ata-

cama Cosmology Telescope is a 6m millimeter-wave telescope located at 5200 meters

above sea level near the summit of Cerro Toco (22◦57′31′′S 67◦47′15′′W), in the Ata-

cama Desert, Chile. It was built in Vancouver, Canada, by AMEC Dynamic Struc-

tures, under optical and mechanical specifications directed by Princeton University

and University of Pennsylvania, while the robotic system was provided by KUKA

Robotics. It is equipped with the Millimeter Bolometric Array Camera (MBAC),

which was designed and built at UPENN and Princeton[45, 41, 42]. Inside, it must

be able to keep three 1k detector arrays at their operating temperature of 300mK.

The detectors were provided by the Goddard Space Flight Center (GSFC) [2, 3], and

tested and assembled into arrays at Princeton University

The installation at the site began in March 2007. After several months of engi-

neering work, its first light came in October 23 of the same year. Since then, two

seasons of observations have been completed, season 2007 and 2008, while the third

season already started in May 2009.

The instrument is a remarkable piece of equipment that has produced valuable

data from which we are close to produce accurate maps of the CMB at arcminute

scales. To produce those maps, a specialized data reduction pipeline was developed,

which required a deep understanding of the instrument. This chapter intends to

describe the technical properties of the instrument, emphasizing those more relevant

from the data reduction point of view.

9
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2.2 Telescope Description

The telescope was carefully designed to minimize possible systematic effects, prior-

itizing the beam shape and the scan strategy. For the first, an off-axis aplanatic

Gregorian configuration was chosen to avoid the aperture from being interrupted in

the center, and ground shields were added both on the telescope, between primary

and secondary, and around it, forming a 13m wall that keeps the radiation from

the local environment from entering through the side-lobes [14, 13]. For the second,

moving parts and chopping were avoided, producing a solid compact system, where

the whole camera plus mirrors move together while scanning over the sky in azimuth

at constant elevation.

The mechanical system was designed to produce a smooth motion even when scan-

ning at 2◦/s and with turn around accelerations of 10◦/s2. The telescope is composed

of a base and an azimuth structure, both made of steel, and an upper structure mainly

made of aluminum. The upper structure moves with elevation and holds the two mir-

rors and the receiver cabin. The structure showed not to be thermally stable when it

is illuminated by the sun, deforming enough to make day light measurements useless.

The thermal deformations restricted observations to only 2 hours after sunrise and

sunset. The latter was not the case in practice, as observations normally start right

after sunset and end nearly 2 hours after sunrise.

The primary reflector has an effective collecting diameter of 5.8m, and reflects the

incident radiation onto a 2m secondary dish, which focuses it onto the 3 frequency

band camera, MBAC. Around the primary mirror there is a guard ring that gives

it a maximum diameter of ∼ 7 m. The mirror geometries are ellipsoidal and were

optimized to minimize optical distortions and ensure Strehl ratios greater than 0.9

for all three cameras [19]. The primary and secondary mirrors were made of high

reflection aluminum panels, 71 for the primary and 11 for the secondary, which could

be aligned using four manual actuators on the back. The surface of the panels was

machined up to an rms error of 2-3 µm, while the relative positions of the panels had

to be aligned on the site, obtaining for season 2007 an rms error of 31 µm for the

primary and 10 µm for the secondary, and for season 2008, 25 µm for the primary and

12 µm for the secondary. Considering the Ruze formula to estimate the degradation

of the beam due to rms deficiencies of the mirror, the efficiency is given by e−(4πd/λ)2 ,

where d is the surface rms and λ is the wavelength. The degradations of the signal

in both seasons are shown in Table 2.1.

Figure 2.1 shows a diagram of the optics of the telescope.
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Figure 2.1 Schematic of ACT optics including primary and secondary mirrors and the
camera. The color of the ray traces running into each camera band indicate vertical
position in the sky, such that blue is high, green is in the middle and red is low. The
image projected onto the detectors is inverted, because it is the third image of the
sky. Here only AR2 and AR3 are shown. AR3 is above AR1 and AR2, centered in
x = 0, while AR1 and AR2 sit one beside the other, at either side of x = 0. The
dimensions of the receiver cabin are also shown. Figure courtesy of D. Swetz and B.
Thornton.
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Table 2.1. Degradation percentage of the forward in the 3 bands for seasons 2007
and 2008 according to the Ruze formula and panel measurements.

AR1 (148GHz) AR2 (218GHz) AR3 (277GHz)

Season 2007 4% 8% 12%
Season 2008 3% 6% 10%

2.3 The Camera

The camera is composed of three independent optical systems that focus the light

onto three 1024 element detector arrays inside a single dewar. Each optical sys-

tem was designed for a different frequency band, centered at 148GHz, 218GHz and

277GHz (detector arrays AR1, AR2 and AR3 respectively), and band full-width half-

maximum of 20.6GHz, 17.5GHz and 25.3GHz respectively.

2.3.1 Cold Optics

The refractive cold optics were all made of pure, high resistivity, silicon, with quarter-

wave anti-reflection coating layers made of Cirlex. Going inward, the refractive optical

system is composed of an environmental window, a triple set of infrared-bloking and

low-pass capacitive mesh filters (designed at Cardiff University) cooled to 40K, a

first lens at 3K, a Lyot stop and a lens at 1K, and a band-pass filter and a lens at

0.3K. Very close to the detectors (nearly 100 µm) there is also a high density silicon

coupling layer that helps to increase the optical coupling efficiency to the detector

absorber, which is also at 0.3K.

2.3.2 Cryogenics

The dewar cryostat is cooled down by a double pulse tube system, with cooling power

of 1W at 4.2K each, and with an intermediate stage at 45K with 40W cooling power,

which is used to cool down the optics. From there the detector base temperature of

0.3K is obtained using a two-stage cooling system based on a 4He sorption fridge with

∼ 80 J cooling power at ∼ 670 mK and a 3He sorption fridge with 5.8 J cooling power

at 240mK. An extra 4He refrigerator is used to pre-cool and back the 3He cooler

[41]. This whole system was designed to ensure optimum thermal stability over 18

hours of continuous operation, being able to recycle the system in only 6 hours. To
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add even better thermal stability, the 0.3K stage temperature is controlled with a

resistive heater, in season 2007 only on the detector slab, and in season 2008 also in

the 0.3K pot to control slow drifts.

Another concern is that the pulse tubes have a thermal variation, as they pulse

at a constant frequency of 1.4Hz, causing both thermal and mechanical oscillations,

but their effect in the data, at least at that frequency, is negligible as can be seen in

Chapter 7.

2.4 Detectors

Having 1024 detectors stacked together allows one to reduce the uncorrelated noise

by a factor of 30. We use pop-up Transient Edge Sensor (TES) bolometers that can

be lithographically manufactured on a silicon wafer, achieving great scalability [3].

Each TES is placed on a 1.05× 1.05 mm square silicon pixel connected to the silicon

body by 4 legs that also carry the electrical connections. The pixels are distributed

side by side in columns of 32 elements. This system is then folded twice such that the

pixel is oriented perpendicular to the silicon body, which is glued to the readout card,

connecting the electrical terminals with wire-bonds. Figure 2.2 shows the unfolded

TES column and a diagram of how it is folded and connected to the readout circuit.

The folded columns of detectors, including their readout circuits, can be stacked

together forming an array (32 columns), which is held by a copper holder. Figure 2.3

shows the array assembly. This “pop-up” design is from Harvey Moseley.

The optical coupling was obtained by ion implanting the silicon to a surface re-

sistivity of ∼ 100 Ω/sq., and it was improved by installing a silicon coupling layer

at ∼ 100 µm away from the pixel for impedance matching. For further analysis of

coupling efficiency see Niemack’s Ph.D. thesis [19].

The TESs are composed by a bi-layer of molybdenum-gold that can be operated at

its transition between the superconducting and normalconducting states. The tran-

sition is determined by the temperature and current that flows through the TES. In

general, lower temperatures will drive the TES superconducting, the same as smaller

currents. When placed on the pixel, the absorbed photon power translates into an

increase in temperature that causes an increase in resistance. If a constant voltage

is used to bias the TES, then the decrease in current (and in Joule power dissipated

in the TES) helps to keep the operating point stable. This electro-thermal feedback

helps to increase the bandwidth of the detector [18]. The time constant involved de-

pends on the heat capacity of the lattice-absorber-TES system, the heat conductivity
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(a) Unfolded column

(b) Folded column and readout

Figure 2.2 TES detectors construction and assembly. (a): Unfolded TES column
based on a development done by H. Moseley and colleagues at GSFC and Princeton.
Note that this old version had 33 pixels instead of 32. (b): Diagram showing how the
pop-up detectors are folded and connected to the readout card through wire-bonds,
which is later connected to the series array amplifier. The detectors and readout are
both kept at 0.3K, while the series array can operate at 4.2K.
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Figure 2.3 TES detector array assembly holding 32 columns with 32 detectors each.
Columns are disposed horizontally, labeled 0 through 31 from the bottom, while rows
grow from right to left, labeled 0 through 31 such that detector r0c0 sits in the lower
right corner. The dark detectors (not shown, as they are located on the readout
card) are labeled as “row” 32. The detectors are 1.05× 1.05 mm in size, so the array
measures roughly 32×32 mm. The copper holder ensures the thermal stability of the
array. AR1 (148GHz) is shown.
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of the legs, and the electro-thermal properties of the TES1.

Before being installed in the array, the detectors were put under intense labora-

tory testing in the Super Rapid Dip Probe (SRDP), a test dewar and cryogenic fridge,

measuring many of their intrinsic physical properties and those of their readout cir-

cuit.

2.4.1 Electrical Connection

The TES is voltage biased with a shunt resistance, Rsh, and a constant bias current

Ib. The typical value of Rsh is 0.7 mΩ, while the typical normal resistance of the

TES is Rn ∼ 30 mΩ. Considering that a typical operating TES resistance RTES =

0.3Rn ∼ 9 mΩ, this ensures that the TES is voltage biased. The current through

the TES, ITES, is read using coupling inductance connected in series, which couples

to a readout superconducting quantum interference device SQUID with a mutual

inductance MTES. In order to keep the SQUID biased at a fixed operating point, a

feedback current, Ifb, is fed to another inductor coupled to the same SQUID with

mutual inductance Mfb, controlled by a closed control loop. A diagram of this system

is shown in Figure 2.4. Considered as a perfect control loop, the magnetic flux

generated by the feedback current is equal to the one generated by the TES current,

such that

ITES = Ifb
Mfb

MTES

=
Ifb

Mratio

, (2.1)

where Mratio has been measured to be 8.5. As Ifb is known, we can always measure

ITES.

Considering the other side of the TES connection, we can see that

ITES = Ib
Rsh

Rsh + RTES + jωL
, (2.2)

where L is the sum of the readout inductance plus an extra inductor used to limit

the bandwidth of the system, and we have neglected any parasitic resistance in series

with the TES. Equating these two expressions we can solve for the TES resistance,

yielding

RTES =

(
Ib

Ifb

Mratio − 1

)
Rsh − jωL. (2.3)

1One of my mayor contributions in the early stages of the detector analysis was the generation
of a theoretical model to describe the detectors. I showed that a three-block model representing
the lattice, electrons and absorber heat capacities, properly linked by heat conductivities, and also
linked to the thermal bath, could describe the observed noise of the detectors.
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Figure 2.4 TES connection schematic diagram, including the magnetic coupling to
the stage 1 SQUID.

Finally, the voltage and power can be obtained with the usual VTES = ITES RTES and

PTES = V 2
TES/RTES. Notice that, in the DC state, the TES resistance, voltage and

power are all proportional to Rsh, so the latter directly affects our calibration of the

detector response.

As the optical loading increases, for a constant voltage bias, the resistance of the

TES will increase in response to the change in temperature, decreasing the amount of

current flowing through the TES, moving the operating point of the TES in the T -I

plane. In general, we try to bias the detectors in an area of the T -I plane where the

response is linear, but big changes in loading can provoke non-linear effects that are

hard to control, especially in terms of calibration. Additionally, the shunt resistors

that control the bias voltage, vary from detector to detector with an rms of ∼ 12 %,

producing a scatter in the bias points of all detectors. For a more detailed analysis

of non-linear behavior of the detectors see Switzer’s Ph.D. thesis [43].

2.4.2 Power Balance

All the power dissipated on the pixel can only be released through its thermal link to

the thermal bath. For such a link it is usual to assume a power law for the thermal
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conductivity

G(T ) =
dP

dT
= n K T n−1, (2.4)

which can be integrated for the temperature difference between the pixel and the bath

yielding

Pb(T ; Tb) = K(T n − T n
b ). (2.5)

Completing the energy balance yields

Pb = PJ + Pγ, (2.6)

where PJ is the Joule power dissipated in the TES by the biasing current, and Pγ is

the optical load absorbed by the pixel.

2.4.3 Transition Equations and Responsivity

When the TES is biased somewhere in the middle of its superconductive transition,

its resistance changes with temperature and current such that

R = R0

[
1 +

δR

δT
∆T +

δR

δI
∆I

]
= R0

[
1 + α

∆T

T0

+ β
∆I

I0

]
, (2.7)

where the sub-index 0 indicates that the values is defined at the operating point, and

we have defined

α ≡ T0

R0

δR

δT
=

δ log R

δ log T
, (2.8)

β ≡ I0

R0

δR

δI
=

δ log R

δ log I
, (2.9)

which parametrize the transition upon changes in temperature and current. It is a

complicated job to experimentally determine α and β, but we were able to show at

least that β � α. This means that the transition occurs in a very narrow range of

temperatures (near the critical temperature of the TES) and that the Joule power is

also almost constant.

An important method for exploring the transition of the detectors entails measur-

ing a load curve (or IV curve). This curve is obtained by sweeping the detector bias

voltage from high to low while measuring the TES current in open loop. Figure 2.5a

shows a load curve obtained from detector AR1-r25c6 in the SRDP. At the beginning

the TES is in normal-conducting state, so it obeys the Joule law (Rn = 29.9 mΩ).
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The IV curve can be calibrated by fitting and line to the normal branch and forcing

it to cross zero, removing the DC uncertainty in the TES current. At lower voltages,

the current starts ramping up as the resistance falls along the transition, as indicated

by the dotted lines. The operating point is normally defined where the TES resis-

tance reaches a given percentage of the normal resistance. In the field a load curve

is obtained at the beginning and ending of every observing period: the first one for

setting up the operating points given the radiative loading in the given night, and

the second to verify the conditions at the end of the night. Figure 2.5b shows the

Joule power dissipated in the TES as a function of bias voltage. Across the transition

the TES Joule power was measured to be PJ = PTES = 7.25 pW and very stable,

as expected since the transition temperature range is very narrow2. As there is no

radiative loading in the SRDP, Equation 2.6 says that PJ = Pb, meaning that the

bath power, Pb, is also constant across the transition.

The responsivity is defined as the change in current given a small change in power

on the pixel. Understanding this requires a full understanding of the electrical and

thermal properties of the TES-pixel system. An approximate value for the respon-

sivity in the DC state is given in Niemack’s Ph.D. thesis (derived from Irwin and

Hilton):
dI

dP

∣∣∣∣
ω=0

' − 1

I0(R0 −Rsh)
. (2.10)

This is what is used to calibrate the measurements for the ACT.

2.4.4 Detector Time Constant

The responsivity is not the same at all frequencies. Given the natural time-constants

ruling the different processes going on inside the detector, dependent on the heat

conductivity to the thermal bath and between components, the heat capacity of the

components and the electro-thermal feedback, the time dependence of the responsivity

is a complicated relation to model. A more complete model for the responsivity can

be found in Marriage’s Ph.D. thesis [18], showing that at frequencies above ∼ 10 Hz

the responsivity starts falling, implying a loss of sensitivity at higher frequencies.

In practice, we can approximate the time response as an exponential decay factor,

or time constant τ , damping the detector response at frequencies above certain critical

2This load curve was obtained at a bath temperature of 420 mK, so this result cannot be directly
compared to the results obtained at the field, where the bath temperature was kept at 320 mK. To
obtain the equivalence between the two, one would need to also know the parameters K and n from
Equation 2.5.
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(a) Load curve (current versus voltage)

(b) Load curve (power versus voltage)

Figure 2.5 Load curve for detector AR1-r25c6 obtained in the SRDP. The dotted
lines follow the expected behavior of a normal resistance of the indicated value, given
as a fraction of the normal resistance, Rn = 29.9 mΩ. (a) TES current versus TES
voltage curve. The normal resistance was obtained by fitting the normal branch at
high voltages. (b) TES Joule power versus TES voltage curve. The power level,
PTES = 7.25 pW, shown as a dashed line, was obtained as the mean power across the
transition region.
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Table 2.2. Detector f3dB in quartiles for 148GHz, 218GHz and 277GHz.

Quartile AR1 (148GHz) AR2 (218GHz) AR3 (277GHz)

25% 61.2Hz 56.6Hz 88.8Hz
50% 83.8Hz 65.1Hz 116.5Hz
75% 99.5Hz 79.8Hz 197.1Hz

frequency [19]. The impulse response and transfer function of such system are given

by
1

τ
e−t/τ

∣∣∣∣
t>0

−→ 1

1 + τs
, (2.11)

where the left hand side expression is true for positive times after the impulse, and

the right hand side is the Laplace transform of the other, representing the transfer

function of the system. By inverting this transfer function, we can approximately

deconvolve the effect of the time response of the detector from the data. The time

constant can be measured either by chopping a source in front of the detectors, or by

observing delays and peak responses of planets [13].

It is sometimes interesting to express the response in frequency space, in which

case the detector bandwidth is represented by

f3dB =
1

2πτ
. (2.12)

Table 2.2 shows the quartile values of f3dB for all three arrays.

2.4.5 Noise Equations

The noise and transfer function for such a system may become very complicated and

it is partially understood, but for our particular purposes it is useful to notice that the

noise generated by the detector is mainly due to thermal noise from the thermal link

to the bath and electro-phonon decoupling, Johnson noise from the TES resistance,

excess noise and 1/f noise.

The noise generated in a thermal junction and from the electron-phonon decou-

pling are described by a similar equation

PG =
√

4kBGT T 2, (2.13)
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where PN is the noise power spectral density and GT is the thermal conductivity

between the lattice and the bath (or between electrons and phonons) at a tempera-

ture T . This is often called G-noise. The dependence on temperature and thermal

conductivity are important design variables used to control the noise level, competing

with others like the response time-constant.

The Johnson or electrical noise is produced by thermally driven random oscilla-

tions of the electrons in a resistor. The maximum spectral power that a resistor can

input to a circuit is given by

Pj = kBT∆ν, (2.14)

where T is the temperature of the resistor, kB is the Boltzmann constant and ∆ν is

the bandwidth [21]. This can also be written as voltage fluctuations in the source

with voltage spectral density given by

ej =
√

4kBTeR, (2.15)

where ej is the voltage spectral density fluctuations in the resistor R and Te is the

temperature of the electrons. This shows how the noise decreases as the operation

temperature decreases, in part explaining why the detectors are cooled to 0.3K.

The G-noise and the Johnson noise dominate the noise at low frequencies, below

∼ 20 Hz.

There are two kinds of noise that are poorly understood: the 1/f noise and the

“excess noise”. The former was measured to have a knee at sub-Hertz frequencies,

so it is not relevant in practice. The latter, instead, grows with frequency, becoming

relevant around 20Hz, as measured in the lab and in the field. In this case it is

suspected that there is a strong correlation with the heat capacity of the components

of the detector. For more information about detector models and noise see [18, 46, 11].

2.5 Readout System

The implementation of such a large number of detectors would be difficult without

the multiplexed SQUID readout developed at the National Institute of Standards

and Technology (NIST), which allows one to reduce the number of reading lines by

a factor of 32, reducing the thermal load on the cryostat and simplifying the readout

electronics.

The system is based on SQUIDs, which are superconducting rings with weak links

(Josephson junctions) at two sides and electrical terminals at the opposite two. A



2.5 Readout System 23

voltage, V , is generated at the terminals whenever a magnetic flux, φ, crosses through

the ring. The voltage is described by

V = (R/2)
{
I2 − [2Ic cos(πφ/φ0)]

2}1/2
, (2.16)

where R is the resistance of the Josephson junctions, I is the bias current applied

to the terminals, Ic is the critical current of the Josephson junction, and φ0 is the

magnetic flux quantum given by

φ0 ≡ h/2e = 2.07× 10−15 Wb. (2.17)

When flux-biased near the linear regime, the SQUID behaves as an amplifier. More-

over, by connecting many SQUIDs in series, the response can be amplified before

being fed to the warm electronics, which helps to significantly reduce the electronic

noise. Extensive work has been done on how to determine the correct flux biases

systematically [19, 1].

An important feature of the SQUIDs is that they can be turned ON or OFF by

controlling their bias current, allowing one to read one detector at a time in a time-

multiplexed configuration. Every detector is read by a single SQUID (stage 1) as

shown in Figure 2.4. By multiplexing, the signal from all the stage 1 SQUIDs in a

column can be coupled to a single stage 2 SQUID, which is then coupled to a SQUID

amplifier composed of 100 SQUIDs in series (series array) before reaching the warm

electronics. As you can see, every column in the array is read by a single series array,

and the multiplexing is done in rows3. The multiplexing system works at 0.3K and

sits in the detector thermal bath, while the series array is kept at 4K because it

dissipates too much power. Figure 2.6 shows a scheme of the SQUID multiplexor

circuit.

The system is controlled by the Multi-Channel Electronics (MCE), developed by

the University of British Columbia (UBC). The MCE provides the biasing currents

and amplifies and processes the signal obtained from the series array. The MCE

was designed using digital technology, taking great care in minimizing any related

contamination of the signal. Nevertheless, the use of switching power supplies in

seasons 2007 and 2008 was shown to cause correlated noise in the detectors. This

problem was corrected in season 2009 by using linear power supplies.

3This means that all detectors in a row are read at the same time.



24 The Atacama Cosmology Telescope

Figure 2.6 Readout circuit schematic showing two detector columns and two rows
per column. The multiplexing scheme is depicted as the SQUID 1 from each row
is turned on and off independently from the other rows and at different times. The
TES is represented as a variable resistor coupled to the SQUID 1 with an inductor
and voltage biased with a shunt resistor. SQUID 2 connects all the rows in a column
through a summing coil and transmits the signal to the Series Array where the signal
is amplified before reaching the warm electronics. Figure courtesy of R. Doriese.
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2.6 The Data

The detectors are sampled at a sample rate of nearly 15 kHz, which is then down-

sampled to 400Hz after being filtered with a Butterworth low-pass filter to produce

the Time-Ordered Data (TOD). The data are stored in 15 minute data files (360000

samples), containing the TODs from all detectors in the array. These are then merged

with the rest of the housekeeping data, which includes the azimuth and elevation

encoders and time, and compressed to one third of their original size for storage. The

merged data are stored using a dir-file format and named as

1218446224︸ ︷︷ ︸
acquisition

. 1218446313︸ ︷︷ ︸
merging

. ar1︸︷︷︸
array

, (2.18)

where the first number is the c-time at which the acquisition was started and the

second is the c-time at which the merging was done4. The array indication was

omitted in season 2007 as only AR1 was installed. The data stored at the site are

transmitted to the facility in San Pedro, where they are stored on hard drives which

are hand-carried to Princeton University for final storage.

To keep track of the location and state of the data, there is a complete database

system designed by M. Nolta and T. Marriage, facilitating the access to the data for

their analysis.

The raw data (a measure of the current flowing through the detectors) are stored

in Digital-Analog Converter (DAC) counts, which depend on the acquisition mode.

For a more detailed description of the data modes and units see [1]. The calibration

needed to find the per-detector proportionality between DACs and temperature on

the sky in µK must consider both electrical and optical properties of the system, and

it is done by comparing our observations to known quantities, like planet fluxes or

eventually to the CMB power spectrum itself.

2.7 Observation Strategy

Observations are done by scanning in azimuth at a constant elevation of 50.5◦ and

letting the sky move across the field of view with time, producing a stripe-like obser-

vation area. With this strategy, the atmosphere stays constant, the cryogenics remain

stable, the optics shape remain constant, and the local environment is always sam-

4C-time is define as the number of seconds elapsed since midnight proleptic Coordinated Universal
Time (UTC) of January 1, 1970, not counting leap seconds.
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Table 2.3. Scan parameters

Season 2007 Season 2008 Units

Amplitude 9.6 7.0 degrees
Period 19.4 10.2 seconds
Speed 1.0 1.5 deg/s

Max. Accel. 8.1 3.3 deg/s2

pled in the same way. The time response of the detectors, together with mechanical

factors limit the scan strategy. Table 2.3 shows a summary of the scan parameters

used in both seasons. The lower acceleration in 2008 was needed to reduce vibrations

of the coupling layers in the 218GHz and 277GHz bands.

The observations are repeated at complementary central azimuth angles to capture

both rising and setting skies. This cross-linking technique minimizes systematic effects

due to the scan and improves the sampling of CMB modes across the scan direction.

More details about the observation regions and statistics are given in Section 4.2.



Chapter 3

The Signal

3.1 Introduction

There are several celestial sources of radiation that can be observed in the ACT

frequency bands. All of these sources are of scientific interest for different research

groups, but given the main goals of this project we are mainly interested in two of

them: the CMB temperature anisotropies and the clusters of galaxies as seen due

to the Sunyaev-Zel’dovich effect. From this perspective, other sources are seen as

contaminants of our science signal, so they need to be understood and removed from

the data. A good understanding of all the possible sources is required for interpreting

the data and quantifying the errors.

We will begin by providing some basic equations governing the signal measuring

process, characterized by the relation between surface brightness and optical power

on the detectors. We will continue by analyzing the main kinds of sources that are

expected, giving a reference on how we expect to see them appear in the data. For

this we will divide the sources in two groups depending on whether their angular

size is comparable to or much larger than the beam size, named point sources and

extended sources, respectively.

The goal of this chapter is then to provide basic but valuable information about

the celestial sources and their signals that will help us to understand the reduction

process and set a comparison point for the non-celestial signals that will be found.

27
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3.2 Basic Definitions

3.2.1 Radiation Definitions

All electromagnetic radiation are waves governed by Maxwell’s Equations, but for our

purposes it is better to describe light from the point of view of radiation power and

flux, which is what will ultimately be measured by the telescope. The energy crossing

an area dA in time dt coming from solid angle dΩ and in frequency range dν is given

by

dE = Iν dAdt dΩ dν, (3.1)

where Iν is the “specific intensity” or “brightness” in units of energy, per time, per

area, per solid angle, per bandwidth.

The “net flux” Sν crossing a surface in direction n is obtained by integrating the

specific intensity coming from all solid angles, correcting for the incident angle on the

surface:

Sν =

∫
Iν cos θ dΩ. (3.2)

The flux is normally measured in Janskys, such that 1 Jy = 10−26W/m2Hz.

For a blackbody radiator, the specific intensity is given by1

Iν = Bν =
2hν3/c2

ehν/kT − 1
, (3.3)

where h is Planck’s constant, k is Boltzmann’s constant, c is the speed of light and T

is the blackbody temperature. In the low-frequency limit (hν � kT ), this simplifies

to the Rayleigh-Jeans law:

Iν = IRJ
ν =

2kT

λ2
. (3.4)

3.2.2 Telescope Definitions

The amount of power received by an antenna is not the same in all directions. In

general the telescope will be more sensitive along the optical axis. For ACT, the

main beam has a width of ∼ 1′. To quantify the shape of the response, we define the

“normalized power pattern” as

Pn(θ, φ) ≡ P (θ, φ)

Pmax

(3.5)

1This considers both polarizations.
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where P (θ, φ) is the relative power received from a given angle.

Another used definition is the “directive gain”, which is the same but normalized

over the average power over all solid angles:

G(θ, φ) =
4πP (θ, φ)∫∫
P (θ, φ)dΩ

(3.6)

The “beam solid angle” is given by

ΩA =

∫∫
4π

Pn(θ, φ)dΩ. (3.7)

Measured values of ΩA are given in Table 3.1.

The “directivity”, D, is defined as the maximum directive gain. Combining Equa-

tions 3.5, 3.6 and 3.7 we get

D = Gmax =
4π

ΩA

(3.8)

The “effective aperture” is defined as the fraction of power, Pe, extracted from a

plane wave with power density |〈S〉| incident to the main lobe of the telescope along

the optical axis, as

Ae =
Pe

|〈S〉|
, (3.9)

for a single mode and ideal optical transmission. It can be shown that, for a single

mode of radiation,

Ae ΩA = λ2. (3.10)

Given that the optics and detectors are not perfectly efficient at collecting power,

an efficiency factor, ε, must be added to compute the amount of power actually

absorbed by the detectors. This efficiency factor depends on the properties of the

optics and on the absorption coefficient of the detectors.

3.2.3 Absorbed Power From an Homogeneous Thermal Source

Consider a homogeneous source that fills the entire sky with specific intensity Iν . If

the beam size is small enough, we can assume that the rays are all perpendicular to

the primary aperture such that the net flux can be approximated by

Sν ∼
∫

ΩMB

Iν dΩ ∼ ΩMBIν ∼ ΩAIν . (3.11)

The power incident on the detectors can be obtained by integrating the net flux
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over the effective area of the telescope and the pass-band frequencies of the camera

W ' Ae

∫
∆ν

Sνdν. (3.12)

If the pass-band is narrow, we can assume that the net flux is constant through the

entire band, and equal to its value at the central frequency ν0 = c/λ0. Then

W ' Ae Sν0 ∆ν. (3.13)

If the source behaves as a blackbody emitter in the Rayleigh-Jeans regime2, and

considering a single mode, we can further simplify this equation to obtain

W ' Ae ΩA
2kT

λ2
0

∆ν = 2kT∆ν, (3.14)

where for the last equality we used Equation 3.10. Notice that this last relation is

independent of the properties of the telescope, except for the band-pass. Equation

3.14 can also be used to define the relation between effective temperature of a source

and measured flux, such that

T =
Ae

2k
Sν =

c2

2kν2ΩA

Sν = ΓSν . (3.15)

Values of Γ for all three arrays are given in Table 3.1.

Finally, introducing the overall efficiency, the actual power absorbed by the de-

tectors will be given by

Wabs = ε W ' 2εkT∆ν. (3.16)

3.3 Point Sources

The beam size, θb, corresponds to the resolution of the telescope. Sources smaller

than that cannot be resolved, and their flux is “diluted” across the beam solid angle.

Some examples are planets, radio galaxies, quasars and others. If their position on

the sky and brightness are well known, they can serve as calibration sources [43] and

as pointing references. If their angular size is small compared to the beam, they

can also serve as a probe to measure the beam shape, focus, optical efficiency and

2Many times sources which are not thermal are approximated by a Rayleigh-Jeans equivalent to
simplify the equations.
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Table 3.1. Summary of relevant parameters and conversion factors.

Units 148GHz 218GHz 277GHz

Instrument parameters

Band center (GHz) 148± 2.5 218± 2.5 277± 2.5
Bandwidth (GHz) 20.6± 1.3 17.5± 0.9 25.3± 1.3
ΩA

a (nsr) 218± 4 118± 3 105± 6
Beam sizea (′) 1.37± 0.03 1.01± 0.01 0.91± 0.03

Relevant conversions

δTCMB/δTRJ 1.711± 0.030 3.020± 0.070 5.439± 0.145
δW/δTRJ (pW/K) 0.569± 0.036 0.483± 0.025 0.699± 0.036
Γ (µK/Jy) 6810± 262 5794± 198 4032± 241

Calibration Parameters

TRJ/δWabs (C)b (K/pW) 13.57± 0.12 8.95± 0.06 4.90± 0.30
TCMB/δWabs (K/pW) 23.22± 0.45 27.03± 0.65 26.65± 1.78
ε 0.130± 0.008 0.231± 0.012 0.292± 0.023

aValues obtained by Adam Hincks [13]

bValues obtained by Adam Hincks from calibrating to Uranus observa-
tions.
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deformation of the mirrors, and even the time constant of the detectors [13]. As point

sources are so localized in space they can be simply masked out of the maps when

measuring the CMB power spectrum.

By definition, the beam is the response of the telescope to a point source in the

sky. The beam shape is given by the amount of power measured at any point away

from the point source, while its size is normally measured where the power reaches

half of its maximum power, namely the “full width at half maximum” (FWHM)3,

as shown in Figure 3.1. Its size and shape depend on the physical properties of the

telescope.

For a system with full illumination and circular aperture, the diffraction will

disperse the light from the point source generating a normalized power profile given

by the Airy function

Pn(u) =

[
2J1(πuD/λ)

πuD/λ

]2

(3.17)

where u = cos θ is the cosine of the angle from then center of the point source, D is

the diameter of the aperture, λ is the signal wave-length and J1 is a Bessel function

of order one [6, 31]. This tells us that the full width at half maximum should be

FWHM = 1.02
λ

D
rad, (3.18)

which means 1.18′, 0.82′ and 0.63′ for arrays 1, 2 and 3 respectively with a 6 meter

aperture, setting a lower bound for the beam size.

For a non-uniform illumination these numbers increase. The beam size was mea-

sured from planet observations, in particular the values obtained by Adam Hincks

from planet observations can be found in Table 3.1.

In order to have a manageable analytical expression for the beam, in the further

analysis we will approximate it by a Gaussian, setting its spread using the empirically

measured beam sizes and the FWHM definition.

3A more proper way to define the beam size is to use the “half power beam width” (HPBW),
which is defined in the same way as the FWHM, but it is specifically used to define the beam width,
while the latter is normally used to describe measured quantities. The two can be different, for
example the FWHM of a planet response can be directly measured from the data, while to obtain
the HPBW of the telescope we need to previously deconvolve the data with the shape of the planet.
In the context of this document, the FWHM is used to measure the beam size, so it is the same as
the HPBW.
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3.3.1 Time Response

During a normal observation, the telescope scans the sky in azimuth at constant

elevation, letting the sky drift through the line of sight due to the Earth’s rotation,

forming a zig-zag on the sky.

A point source that passes through the line of sight can be sampled one or more

times by a detector depending on the scan frequency, but every time it will be seen

by a different section of the beam as the sky drifts. Assuming a symmetric Gaussian

beam and a perfect point source (negligible angular size), the signal seen in the TOD

will also be a Gaussian obtained from slicing the 2D Gaussian with an offset from

the center, which will have the same spread but different amplitude. The normalized

beam is given by

Pn(θ, φ) = e−(θ2+φ2)/2σ2
b , (3.19)

where σb defines the spread of the beam and the angles θ and φ are taken in an

arbitrary coordinate system centered at the point source and orthogonal to each

other near zero. We can take a slice at φ = φi such that the signal will look like

Ss,i(θ) = Ase
−φ2

i /2σ2
b e−θ2/2σ2

b = As,ie
−θ2/2σ2

b , (3.20)

where Asi ≤ As. Multiple detection will appear in the TOD as a succession of Gaus-

sians with amplitudes that follow a Gaussian envelope. The spread of the envelope

depends on the rotation speed of the Earth and the declination of the source. The

separation between the detections depends on the scan period and on the relative po-

sition of the source in the scan, being asymmetric whenever the source is not centered

in the scan. For the equatorial strip (dec ∼ 0◦) the sky drifts by 0.25 ′/s, while for

the southern strip (dec ∼ 55◦) it is only 0.14 ′/s. Considering that in season 2007 the

scan period was ∼ 20s, and in season 2008 it was ∼ 10s, we can estimate the average

number of detections per detector, as shown in Table 3.2.

In most cases a point source will pass through a circle of diameter the FWHM

less than once, so, except for the southern strip in season 2008, we should expect only

one detection where the source passes inside the beam, and all other detections will

be due to the “wings” of the beam.

Using the definition of FWHM, we can solve Equation 3.19 for σb, obtaining

σb =
θb

2
√

2 ln 2
. (3.21)

inserting our measured values for the beam size, we get σb1 = 0.58′, σb2 = 0.43′ and
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Table 3.2. Number of detections per detector of a point source inside the beam of
a single detector.

Season 2007 Season 2007
Array Equatorial Southern Equatorial Southern

148GHz 0.56 1.00 1.12 2.00
218GHz 0.44 0.79 0.88 1.57
277GHz 0.36 0.64 0.72 1.29

σb3 = 0.39′ for 148GHz, 218GHz and 277GHz, respectively. We can also notice that

σb is related to the beam solid angle defined in Equation 3.7 by

ΩA = 2πσ2
b . (3.22)

Neglecting spherical to planar distortions, and the fact that scans in different

directions will not slice the beam in parallel lines, we can assume that θ is a function

of time of the form

θ(t) = vscan cos(θel)t = θ̇t, (3.23)

where vscan is the scan angular velocity, which for the season 2007 was ∼ 1◦/s and

for season 2008 was ∼ 1.5◦/s, θel is the elevation of the scan, which is ∼ 50.5◦, and θ̇

is the angular velocity on the sky. This means that for season 2007, θ̇ ∼ 38.2′/s, and

for season 2008, θ̇ ∼ 57.2′/s.

3.3.2 Frequency Response

The frequency-space response of a point source is important for quantifying the band-

width of the signal and for characterizing the effect that frequency-space filters can

have. Considering an ideal Gaussian beam, the Fourier transform of a single detection

TOD will be

Ss,i(t) = As,ie
−(θ̇t)2/2σ2

b → As,i
σb

√
2π

θ̇
e−2(πσb/θ̇)2f2

= Zs,i(f), (3.24)

where the arrow denotes Fourier transform. Notice that a wider Gaussian in time-

space will produce a thinner Gaussian in frequency space and vice-versa. This means

that the faster the scan, or the smaller the beam, the broader the frequency band
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(a) Multiple detections (b) Single detection

Figure 3.1 Time response expected for a point source of magnitude 1 for AR1 in
the southern strip in season 2008. Left: multiple detections in scanning for a single
detector. Right: Detail of a detection, showing a FWHM size in time.

needed to describe the signal from the point source in the TOD. Given the shape

of the Gaussian, point sources will have their maximum power concentrated at low

frequencies, slowly decreasing to higher frequencies.

We can define the point source bandwidth as where the frequency response has

decreased by 3 dB from its DC component:

f3dB =

√
log 2

2

θ̇

πσb

= 2 log 2
θ̇

πθb

. (3.25)

Table 3.3 shows a summary of the expected frequency limits for different detectors

and seasons. Considering that the signal is sampled at 400Hz, providing a signal band

of 200Hz, point sources easily fall inside our frequency band, so can be characterized

appropriately. Nonetheless we need to be careful not to down-sample our signal

excessively, or the 277GHz array can become poorly sampled.

For multiple detections, the power spectrum will change depending on the number

and separation of the detections. The Fourier transform of a shifted function is equal

to the Fourier transform of the original function times a phase component which
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Table 3.3. Frequency limits for different beam sizes and scan speeds.

Season 2007 Season 2008

148GHz 12.3Hz 18.4Hz
218GHz 16.7Hz 25.0Hz
277GHz 18.5Hz 27.7Hz

depends on the time shift, or

F{g(t− t0)}(f) = F{g(t) ∗ δ(t− t0)}(f) (3.26a)

= F{g(t)}(f)×
∫ ∞

∞
δ(t− t0)e

−2πiftdt (3.26b)

= F{g(t)}(f)× e−2πift0 . (3.26c)

The power spectrum will be the sum of shifted single detection responses, and all the

information on their positions in time will be contained in the phase. Figure 3.2 shows

the expected power spectrum for a point source centered in the scan as is expected for

148GHz during seasons 2007 and 2008, when scanning the southern strip. One can

see that the phases of different detections interact constructively and destructively

producing oscillations in the power spectrum. These oscillations are larger in season

2008 because the faster scanning allows more detections. In the same way, we expect

smaller oscillations at 218GHz and 277GHz, as their beams are smaller.

3.3.3 TOD Filtering Effects

The frequency response of a point source signal concentrates most of its power at low

frequencies, below the values given in Table 3.3, showing significant power down to a

few tens of hertz. This needs to be taken into consideration when manipulating the

TOD to avoid distorting the point source signal.

For example, one thing that one may want to do with the TOD is to apply a high

pass filter in order to remove the 1/f signal. We can consider a sine squared filter
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(a) Season 2007 (b) Season 2008

Figure 3.2 Frequency response of a point source signal of magnitude 1. Left: Ex-
pected response for 148GHz in the southern strip in season 2007. Right: Expected
response for 148GHz in the southern strip in season 2008. Blue: Spectrum of multiple
detections. Green: Spectrum of a single detection (central detection).

that applied in frequency space would have the form

F (f) =



0 |f | ≤ fc −∆f/2

sin2

(
π

2

|f | − fc

∆f
+

π

4

)
fc −∆f/2 < |f | ≤ fc + ∆f/2

1 fc + ∆f/2 < |f |

, (3.27)

where fc is the frequency at which the filter is 1/2, and ∆f is the frequency gap that

takes the filter to go from zero to one. This is a non-causal, symmetric filter that

completely removes frequencies below certain limit, without altering the phase of the

signal.

When this filter is applied to a point source TOD, it removes the low frequency

components of the signal, perturbing it and causing oscillations, as can be seen in

Figure 3.3. We can observe that the filter causes oscillations around the point source

detections, with an amplitude of 1.0%, 0.8% and 0.7% of the maximum source power

for 148GHz, 218GHz and 277GHz, respectively. These oscillations are longer than

the scan period, so they can cause long shadows in the map if not treated properly.
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Figure 3.3 Effect of applying a sine squared filter with fc = 0.2 Hz and ∆f = 0.1 Hz
to the simulated point source TOD shown in Figure 3.1. The y axis is in units of the
amplitude of the point source (normalized point source).

3.3.4 Detector Time Constant Effect

As discussed in Chapter 2, the detector time response is limited by its response time

constant, acting as a low pass filter on the TOD smoothing and delaying features. If

the time constant is slow enough, it can interfere with the point source signal. Figure

3.4 shows the loss in point source power as a function of detector bandwidth for the

three bands. Comparing the plot to the detector bandwidths shown in Table 2.2, we

can notice that the first quartile of the detectors loose between 0.1 to 0.3 dB from

this effect, which needs to be considered for calibration purposes. This effect can be

reverted by deconvolving with the inverse filter for each time constant, but increasing

the high frequency noise.

3.3.5 Absorbed Power From Thermal Point Source

Consider a point source with solid angle Ωs much smaller than the beam solid angle,

then, if the telescope is pointing directly to the point source, the net flux becomes

Sν ∼ Ωs Iν . (3.28)
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Figure 3.4 Power loss for point sources as a function of detector bandwidth in all
three bands.

Introducing this into Equation 3.13, one obtains

Ws ' Ae Ωs
2kT

λ2
0

∆ν = 2kT
Ωs

ΩA

∆ν, (3.29)

where the ratio of the solid angles is called “dilution factor”.

Once again one must include the telescope overall efficiency, yielding

Ws,abs ' 2εkT
Ωs

ΩA

∆ν (3.30)

3.3.6 Planets

All objects of our solar system, except for the Sun and the Moon4, are seen essen-

tially as point sources by the telescope, but the power received varies significantly

depending on the angular size and surface temperature of the planet. One can find

the angular size, surface brightness, equivalent CMB temperature, crossing time and

other relevant values in Table 3.4. All values in the table are rough numbers and are

given only to provide an idea of the relevant values. For better values see Switzer’s

Ph.D. Thesis [43].

Even though their angular size is small compared to the beam size, in many cases

it is necessary to convolve the solid angle of the planet with the beam in order to

obtain better estimates of the beam and solid angle.

4They both subtend an angle of roughly 30′ on the sky.
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Table 3.4. Relevant values characterizing planet signals at 148GHz. Columns: (2):
Rayleigh Jeans temperature of the planet. (3): Planet solid angle. (4): Dilution
factor. (5): Peak power from the planet alone loading the detectors. It includes

efficiency factor from Table 3.1. (6) Peak measured temperature in CMB equivalent
units. (7) Crossing time of the planet.

Source TRJ [K] Ωs [nsr] Ωs/ΩA ∆P [pW] TCMB [K] ∆t [ms]

min 6 2.8× 10−2 2.84× 10−1 6.60 55
Saturn

max
140

8 3.7× 10−2 3.79× 10−1 8.80 57

min 20 9.2× 10−2 1.15× 10−0 26.7 62
Jupiter

max
170

40 1.8× 10−1 2.30× 10−0 53.4 68

min 0.32 1.5× 10−3 1.82× 10−2 0.422 49
Mars

max
168

5.50 2.5× 10−2 3.12× 10−1 7.26 55

min 0.20 9.2× 10−4 8.11× 10−3 0.188 49
Uranus

max
120

0.27 1.2× 10−3 1.10× 10−2 0.254 49

min 0.09 4.1× 10−4 3.65× 10−3 0.0848 48
Neptune

max
120

0.10 4.6× 10−4 4.06× 10−3 0.0942 49
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It is clear from Table 3.4 that planets are intense sources, but with big differ-

ences between them. Jupiter is particularly bright, so much that it causes non-linear

responses in the detectors. Also the variability in brightness of Saturn, due to the

emission from its rings, complicates the calibration procedure. According to Switzer’s

Ph.D. thesis, the state of the art allows to obtain a 2.1% relative error and 7% system-

atic error in the flux calibration for Saturn observations from season 2007, although

this is a work in progress, so we can expect further improvements. The latest calibra-

tion was provided by Adam Hincks, studying Uranus observations from season 2008.

His results are given in Table 3.1.

In general, we can expect to obtain a better absolute calibration when the CMB

maps can be compared to WMAP observations, but that has not been possible yet.

3.3.7 Efficiency From Planet Calibration

We can deduce the efficiency of the telescope by knowing the conversion factor from

absorbed power to temperature on the sky obtained from planet calibrations. This

conversion factor relates the absorbed power to the Rayleigh-Jeans temperature of

the sky by

TRJ = C Wabs, (3.31)

where C is the conversion factor and TRJ is the same as the one used in the previous

equations but explicitly denoting that it corresponds to a Rayleigh-Jeans equivalent5.

Using Equation 3.16 and solving for the efficiency factor yields

ε =
1

2k C ∆ν
. (3.32)

Table 3.1 presents the efficiencies calculated from the calibration factors from planets

deduced by Adam Hincks in season 2008.

3.3.8 Faint Sources

Compared to planets, all other sources are very faint, being measured in mKor even

µK. Here we describe a few to give some general properties for each kind.

5To obtain a value for C, one can first calculate TRJ as the diluted temperature of the planet
(implies knowing the solid angle of the beam and the planet). Later, Wabs can be obtained empirically
measuring the maximum size of the planet response in the data (referenced to the background level),
previously calibrated from DAC to pW using the responsivity derived from the load curve. The load
curve is used to calculate the operating point parameters needed to calculate the responsivity using
Equation 2.10. For mode details about planet calibration see [43, 15]
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Radio Sources

Important sources emitting radiation at low frequencies of the spectrum are radio

galaxies, quasars, Seyfert galaxies and BL Lacertae objects. The main source of

emission in all these objects is their active galactic nucleus (AGN), which is believed

to be formed by a super massive black hole that emits enormous amounts of energy

as stars and gas fall into it. These objects can have luminosities as high as ∼ 1039

J/s. The radio emission is dominated by synchrotron radiation produced by rela-

tivistic electrons spiraling around the magnetic field lines of the interstellar medium.

Their power spectrum has been shown to fall as a power law which depends on the

energy distribution of the electrons in the source. This means that we expect to have

brighter detections in our lower frequency band (148GHz) than in the higher bands

(218GHz and 277GHz).

Infrared Galaxies

Infrared galaxies are so called because they emit a great amount in near and far

infrared frequencies. They are classified as luminous infrared galaxies (LIRG), ultra-

luminous infrared galaxies (ULIRG), and hyperluminous infrared galaxies (HLIRG)

depending on the luminosity at infrared frequencies. Infrared galaxies are normally

galaxies suffering strong star bursts and mergings, so they contain a large amount of

hot dust that emits as a blackbody, and a spectrum that is modified by the frequency-

dependent emissivity of the gas. In the context of ACT, this emission falls in the

Rayleigh Jeans limit, such that its spectral energy distribution (SED) is given by

Sν ∝ ν2+β, where β ranges between 1 and 2 [12], meaning that these sources will be

brighter in 277GHz than in 218GHz and 148GHz. For example, considering the ul-

traluminous dusty galaxy Arp 220, we can expect sources of up to around 400mJy at

277GHz [5].

Clusters of Galaxies

Clusters of galaxies are some of the largest and most massive objects in the Uni-

verse. They can contain more than a thousand galaxies orbiting each other. They

also contain huge amounts of ionized intergalactic gas in the intracluster medium,

which is stripped out from the cluster galaxies as they interact with each other. This

intergalactic gas is hot, reaching temperatures between 107 K and 108 K and emitting

in the X-ray region through thermal bremsstrahlung emission and at low frequencies

due to thermal Sunyaev-Zel’dovich (tSZ) effect. The tSZ effect occurs because the
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hot plasma interacts with the photons from the cosmic background through inverse

Compton scattering, boosting their energy. This means that a population of pho-

tons of lower energy is shifted to higher energies, producing a decrement at lower

frequencies and an increment at higher frequencies. Between those two there is a null

frequency, near 220GHz, where there is no change of the CMB temperature. This is

one reason why ACT’s bands are centered in the decrement, null and increment re-

gions of the spectrum. The average fractional change in frequency for a set of photons

undergoing Compton scattering is

∆ν

ν
= 4

kTe

mec2
(3.33)

where Te and me are the electron temperature and mass respectively [39]. A measure

of the effect is the Compton parameter y [40], defined as

y =
σT

mec2

∫
Pedl, (3.34)

where the electron pressure Pe is integrated over the optical path through the cloud.

This means that the effect will depend on the thermodynamic properties of the gas

like temperature and number density. For a detailed analysis of the frequency depen-

dence of the effect, simulations and projected detections with ACT, see [4, 34]. In

our observations we expect decrements in the 148GHz band and increments in the

277GHz band, with decrements from ∼ 50 µK to up to ∼ 500 µK (CMB equivalent

temperature) in some special cases like the Bullet cluster [13].

Another important effect related to this has to do with the relative velocity, vr,

between the cluster and us. It is called kinetic Sunyaev-Zel’dovich (kSZ) effect. The

radiation from the cluster will be Doppler shifted such that

∆T

Tr

= −vr

c
τT , (3.35)

where Tr is the background temperature at the cluster and τT is the optical depth of

the cloud, which was assumed to be small. Contrasted with the tSZ effect, this effect

has the same frequency spectrum of the CMB.

The angular sizes of these clusters will range from 1′ to 2′, so they are slightly

bigger than our beams.
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3.4 Extended Celestial Sources

We define extended sources as those which have angular sizes much bigger than the

beam size. The best example of an extended source is the CMB, which extends over

the whole sky. Nonetheless, they are not spatially uniform over the whole region, pre-

senting features with smaller angular sizes which can only be resolved up to diffraction

limit of the telescope (double the beam size). Other examples of extended sources

are dust and synchrotron emission from the Milky Way.

3.4.1 CMB Anisotropies

As described in Chapter 1, the CMB anisotropies have a very specific distribution

in scale-space which depends on the conditions during decoupling. For this reason,

and given that these fluctuations reach us from the celestial sphere, a natural way of

studying them is by decomposing the observed map of the sky in spherical harmonics.

Given a temperature anisotropy map, ∆T (θ, φ), it can be decomposed in spherical

harmonics such that

∆T (θ, φ) =
∞∑

`=1

∑̀
m=−`

a`mY`m(θ, φ), (3.36)

where the Y`m(θ, φ) are the spherical harmonic basis functions and the a`m are the

Fourier coefficients, satisfying

a`m =

∫
Y ∗

`m∆T (θ, φ)dΩ. (3.37)

In this construction, the multipole number ` is indicative of the angular “size” of a

given mode, and m of its orientation. If the anisotropies have a normal distribution,

then the Fourier coefficients are also normally distributed with zero mean and variance

given by

〈a`ma∗`′m′〉 = C`δ``′δmm′ , (3.38)

where the brackets indicate averaging over the parent random distribution. Here C`

depends only on ` because the anisotropies have no preferred direction, and so it

indicates the “strength” of anisotropies of a given scale on the whole sphere.

Figure 3.5 shows the measured power spectrum of the CMB compared to the

prediction from the ΛCDM model from angular scales lower than 3000. Notice that

most of the power is distributed in angular scales near ` = 200, which correspond

to nearly one degree in the sky. Then the second and third peaks are much smaller,
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Figure 3.5 CMB power spectrum measurements from three experiments (WMAP,
ACBAR and Boomerang) compared to the ΛCDM model. Here D` = `(` + 1)C`/2π.
Note that the x-axis was chosen to emphasize ACBAR. Image taken from Reichard
et al. 2009 [27].

being centered near ` = 530 and ` = 800, and the signal continues decreasing toward

smaller angular scales.

Given that the amplitude of the bumps and valleys depend on their angular size, it

is useful to estimate the rms amplitude of CMB features as a function of their angular

scale, as provided in Marriage’s Ph.D. Thesis [18]. Table 3.5 provides such values,

updated using the ACT’s values for the filters bandwidth, efficiencies from planet

calibrations, and precipitable water vapor (PWV)6 levels for season 2008. This gives

us an idea of the sensitivities needed to measure these features of the CMB and how

well we need to clean our systematic signals. The last column gives t1000, defined

as the integration time required to obtain a signal to noise ratio of 1 with a single

detector with noise sensitivity of 1000µK
√

s, as defined in Equation 6.12.

From the instrument’s point of view, features of a certain angular scale on the sky

relate to features of a certain time scale in the TOD depending on the scan speed,

making frequency-space the right space to study them.

The crossing time of a feature of angular scale θf through the center of beam is

Tθf
= θf/θ̇. If the angular scale is measured from a bump to a valley, then it is related

6The PWV is defined as the depth that would be achieved if all the water in a column of the
atmosphere were precipitated as rain. The water vapor is a significant source of atmospheric opacity
in the ACT bands, significantly affecting the signal transmission, as discussed in Chapter 5.
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Table 3.5. CMB rms fluctuations in µK and power on the detectors for different
scale ranges, derived from integrating the CMB temperature power spectrum over
specified ranges in ` and θ. Based on Marriage’s Ph.D. thesis [18], with updated

values for season 2008, including efficiencies from Table 3.1 and transmission
coefficients from Table 5.1.

∆` ∆θ [deg] δTb [µK] δP148 [W] δP218 [W] δP277 [W] t1000 [h]

300 - 600 0.60 - 0.30 44.0 1.86e-18 1.52e-18 1.53e-18 0.14
600 - 900 0.30 - 0.20 32.4 1.37e-18 1.12e-18 1.13e-18 0.26
900 - 1200 0.20 - 0.15 20.8 8.77e-18 7.17e-19 7.25e-19 0.64
1200 - 1500 0.15 - 0.12 14.8 6.24e-19 5.10e-19 5.16e-19 1.3
1500 - 1800 0.12 - 0.10 9.90 4.18e-19 3.41e-19 3.45e-19 2.8
1800 - 2100 0.10 - 0.086 6.90 2.91e-19 2.38e-19 2.40e-19 5.8
2100 - 2400 0.086 - 0.075 4.70 1.98e-19 1.62e-19 1.64e-19 13
2400 - 2700 0.075 - 0.067 3.20 1.35e-19 1.10e-19 1.12e-19 27
2700 - 3000 0.067 - 0.060 2.15 9.07e-20 7.41e-20 7.49e-20 60

to half a wavelength on the sky (θf = λsky/2), so the TOD frequency associated with

a given wavelength is

fTOD =
θ̇

λsky

. (3.39)

As the TOD frequency is proportional to the scan speed, changing the scan speed

can move the power spectrum of the sky signal up and down in frequency. This is

useful when trying to decouple the sky from systematic signals from the instrument

which do not depend on the scan speed.

Consider a sphere decomposed in spherical harmonics ` from which you take an

equatorial line. The sky power on this line will be a periodic function in one dimension.

If the only multipole moment present was the dipole (` = 1), the function in the line

will be a sine wave of wavelength λsky = 2π, which corresponds to a wave number of

k = 2π/λsky = 1. The same happens with higher multipoles, so we can say that

k ∼ ` (3.40)

for line samples on the sphere7. Finally, we can relate a frequency in the TOD with

7A more complete analysis gives k = ` + 1/2 [24], but for the angular scales involved in this
project it is sufficient to just use Equation 3.40.
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Table 3.6. TOD frequency equivalent for several relevant multiples for seasons
2007 and 2008.

` Season 2007 Season 2008

200 0.35Hz 0.53Hz
530 0.94Hz 1.40Hz
800 1.41Hz 2.12Hz

3000 5.30Hz 7.95Hz

a multipole number

` ∼ 2πfTOD

θ̇
. (3.41)

Table 3.6 provides the conversion between frequency and multipole for a few relevant

multipoles.

This relation can only be used as a rule of thumb to understand how TODs map

into C` space, but not more than that. The real mapping between the power spectrum

of the TOD and the power spectrum of the CMB is a complicated function which

contains poorly behaved features like the scan turnaround and the whole degeneracy

from mapping a 2D space into a 1D space. This means that we expect that power

from a single angular scale will be distributed among many TOD frequencies, but

with a peak at the frequency described before. In general, limiting the TOD in

frequency space will always cause perturbations on the power spectrum of the CMB

that are hard to describe analytically. To get an idea of how the CMB power spectrum

appears in TOD frequency space, we simulated a CMB only map and project it into

a TOD mimicking the scan done by the telescope [33]. Figure 3.6 shows the averaged

TOD power spectrum from all the detectors in the array and from 32 different CMB

simulations. One can see how the power spectrum is dominated by harmonics of the

scan frequency, and how the bumps of the CMB angular power spectrum can be seen

as an envelope of the scan harmonics.

3.4.2 Other Extended Sources

The surface of last scatter is the farthest photonic source that can be seen. This

means that multiple phenomena can perturb the signal before it reaches the Earth.

Some examples can produce extended signatures, like the Ostriker-Vishniac effect

from the epoch of reionization and of galaxy formation, and the gravitation lensing
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Figure 3.6 Simulated power spectrum of a CMB only signal in a TOD. The synthetic
TOD was obtained by sampling a simulated CMB map using the scan strategy from
season 2007, southern strip. On the top horizontal axis, a reference scale was added
indicating the angular scale that correspond to each frequency in the TOD, given the
scan speed and elevation.
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effect from massive objects.

Other sources are extended because they are closer to us, mainly from our own

Galaxy. Dust clouds and HII regions are significant sources of thermal radiation,

while molecular clouds are rich in emission lines near our frequency bands (especially

carbon monoxide). These sources are distributed mainly across the Galactic plane,

which is why we have selected our observation areas to avoid it. In general, a good

knowledge of the Galactic emission is important for removing foregrounds from the

CMB map. For the purpose of this work, though, we will assume that their effects

are negligible in the area of the survey.



Chapter 4

Data Selection and Season

Statistics

4.1 Introduction

Analyzing and reducing the enormous amount of data obtained from the telescope

to produce maps is a considerable task. It requires the implementation of robust

automated algorithms to manage the huge variety of data properties and particular

features, carefully considering memory management and speed.

The first step in data analysis is to select the fraction that can be used for map-

making, discarding defective data files and identifying pathological behavior of indi-

vidual detectors. The design of algorithms to perform this requires an understanding

of the data properties and particularities of all possible pathologies, generating the

minimum set of tests that can detect those pathologies, producing fast and reliable

results at the same time.

This chapter presents data statistics for season 2007 and 2008, together with the

data selection methods used to produce the depurated data set that was used to

produce maps.

4.2 Season Statistics

Season 2007 began on November 7 and ended on December 16 with a total of 40

available nights and 39 nights of successful observations, loosing only a single night

due to technical problems, and producing 427 hours (2.6TB) of observation. In terms

of weather, there were 3 nights where the PWV was too high to produce any useful

50
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Table 4.1. Observations summary for seasons 2007 and 2008 (AR1).

Season Min. Dec Max. Dec Min. RA Max. RA Area [deg2] Hoursa

Southern Strip
2007 -56.5◦ -50.6◦ 0h0m 11h20m 590 203
2008 -56.4◦ -48.2◦ 18h54m 7h36m 910 998

Equatorial Strip
2007 -3.4◦ 2.6◦ 0h25m 11h56m 1030 145
2008 -2.1◦ 1.7◦ 7h28m 12h24m 280 196

aTotal hours before data selection.

data, leaving 36 nights with good science observations. The median PWV across the

season was 0.77mm. In this season only the 148GHz band was operative. The other

two bands were installed after this season and began operating in 2008.

Season 2008 began on August 11 and ended on December 24, with a total of

136 available nights and 124 nights with successful observations for various technical

reasons, resulting in 1423 hours (25.7TB) of observation. From the total observed

nights, 4 had bad weather conditions, leaving 120 nights with usable science observa-

tions. The median PWV across the season during observations was 0.49mm. Figure

4.1 shows a histogram of the PWV measured in this season.

Observations have been focused on two areas of the sky: the Equatorial Strip,

centered at a declination of 0◦ (60◦ and 300◦ azimuth at 50.5◦ elevation), and the

Southern Strip, centered at a declination of -53◦ (150◦ and 210◦ azimuth at 50.5◦ ele-

vation), covering a wide range of celestial hours. Table 4.1 gives a summary of limits

of the observation areas and the number of hours available in each area after data

selection.

4.3 Detector Classification

Before describing the data selection itself, it is useful to give some definitions.

The three detector arrays in MBAC are composed of 1024 pop-up TES bolometers

coupled to the optical signal and 32 “dark detectors”, which share the same readout

circuit as the normal detectors, but are not coupled to the optical signal. These are

important for assessing for systematic signals in the data that are correlated among
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Figure 4.1 Precipitable water vapor (PWV) histogram for season 2008. The median
value is 0.49 mm.

detectors. In opposition to the dark detectors, the detectors coupled to the sky will

be called “live detectors”.

Not all detectors can be used for data analysis. For reasons mainly related to

manufacturing defects, a fraction of them need to be excluded. When the defects

interfere with other detectors, they need to be disconnected from the hardware, but

others can be removed from the pipeline in the data-processing stage. From this

last group, there is a set of originally live detectors that are not coupled to the

optical signal, but their readout circuit is working properly. It turns out that those

detectors behave similarly to the dark detectors, and can thus be used for diagnoses of

systematics. Summarizing, the following groups of “detectors” have been identified:

• Live Detector Candidates: those that have the potential to be used for map-

making.

• Dark Detector Candidates: those that do not couple to the sky and are used

for systematics diagnosis. Includes the subset out of the 32 dark detectors that

is working properly and the subset of defective detectors with working readout

circuit.

• Broken Detectors: those defective detectors that cannot be used to probe sys-

tematic effects. Includes the subset of detectors in the focal plane and of the

32 dark detectors with defective readout circuit.
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There were several methods used to classify the detectors in these three groups

including correlation with the atmospheric signal (by far the largest signal), consis-

tently oscillating detectors and biasing problems. We have implemented automatic

methods to identify oscillating detectors on the fly and disconnect them from the

system. Once converged, the classification of each detector into one of these three

groups is consistent throughout the season, such that the data selection really consists

in finding the fraction of the live candidates (or dark candidates) that are working

properly at all times. More detail will be given later for the selection of live detectors

within the live candidates.

4.4 Data Selection

We can identify three main types of data cuts: the first corresponds to full 15min data

file selection, which determines the number of observation hours; the second corre-

sponds to full detector TOD cuts within a data file; and the third corresponds to

cutting sections of a TOD within a data file. The last two types determine the “effec-

tive detectors” within a 15min data file, defined as the sum of the fraction of the time

that each detector passed the data selection. Then the array wide effective detectors

can be obtained by averaging this over all the available data files in the season.

4.4.1 Data Files Selection

Out of the total number of data files acquired, there are nearly 16% that correspond to

planet observations, other calibration tests and engineering tests. From the remaining,

all those data files with less than 500 effective detectors for 148GHz and 218GHz and

150 for 277GHz were also considered pathological and rejected1, meaning 12%, 12%

and 16.7% of the survey data respectively. If one takes into consideration that the

cut TOD files have low number of effective detectors, the amount of uncut data that

is actually cut by this is only 4% for AR1 and AR2, and 2% for AR3. Finally,

nearly 4% of the remaining uncut data were rejected due to bad weather conditions,

given by a PWV higher than 3.0 mm at 148GHz, 2.0 mm at 218GHz, and 1.75 mm

at 277GHz, as monitored by the Atacama Pathfinder Experiment (APEX) facility.

The final amount of data available for analysis is summarized in Table 4.2.

1The reasons why AR3 was allowed to keep less detectors are because it has less live candidates
to begin with, because it is affected more by mechanical vibrations (see Section 7.6 for details), and
because many detectors can go out of bias during the night due to the atmosphere drift.
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Table 4.2. Data accountability by time.

148GHz 148GHz 218GHz 277GHz
Year 2007 2008 2008 2008

Calendar 960 h 3264 h 3264 h 3264 h
Total Obs. 427 h 1423 h 1423 h 1437 h
Total Survey 348 h 1194 h 1191 h 1217 h
Low Effective Detectors 39 h 146 h 147 h 203 h
High PWV conditions 34 h 41 h 59 h 38 h
Uncut Survey 275 h 1007 h 985 h 976 h

4.4.2 Detector Cuts

In some cases the detectors are affected by occasional pathologies that come and go

from one observation to another. Depending on the kind of pathology one can either

cut the full detector TOD or only part of it within a data file. To cut a section of the

time-series we mask it to indicate that that section should not be projected into the

map in the map-making process, storing the beginning and ending of the cut section.

The main reasons to remove part of data from the pipeline are: V-φ jumps, de-

fined as a sudden change in the signal voltage due to a quantum change in the biasing

flux of the SQUID readout; excessive noise, normally attributed to biasing problems;

conducted contamination, due to voltage variations produced by oscillating detectors;

electromagnetic contamination, seen as multiple spikes; and mechanical contamina-

tion, normally seen as spikes synchronized with the scan turn around. These kinds of

pathologies need to be analyzed case by case, for which a set of statistical tests have

been developed.

For data analysis, especially related to spectral analysis, it is possible to patch

the cut sections with white noise of the same level as measured at the ends of the cut

region, but the cut data are never projected into the maps.

Drift Error Test

As the basic data file corresponds to 15 minutes of observation, that becomes the

natural test scale for a detector. At this scale, the main signal in the data is the slow

drift caused by changes in the atmosphere emission, which manifests as a common

mode in all live detectors, plus sub-array features of much lower power. To see if

a live detector candidate is working properly, it is tested by measuring how much
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its signal deviates from the atmosphere drift. The data are low-pass filtered to keep

frequencies below 25 mHz, and thus contains only the slow drift. Then the array

is divided into 16 square blocks and a common mode is obtained for each block.

Consequently the 8 most significant modes are obtained by performing a Singular

Value Decomposition (SVD) of the common modes, and they are removed from the

data by de-projecting them from every detector TOD. The “drift error” is obtained

as the standard deviation of the residual data, equalized after calibrating them to

sky temperature units. Detectors are cut as outliers if their drift error is higher than

11 mK for 148GHz, 15 mK for 218GHz and 38 mK for 277GHz, or if they are more

than 5 standard deviations away from the median drift error.

Norm Test

Given that the drift error criterion is not particularly sensitive to the amplitude of the

signal, we complement it by setting another criterion on the norm of the signal vector.

The norm is obtained from the low pass filtered data, identifying the outliers as those

that appear more than either 5 standard deviations or 20% away from the median

for 148GHz and 218GHz, or 60% for 277GHz. The flatfield is applied beforehand

to improve the agreement between detector TODs.

High Frequency Noise Tests

To address pathologies related to the noise properties, limits are imposed on the stan-

dard deviation, skewness and kurtosis of the signal. To avoid the influence from low

frequency signals dominated by atmospheric signal and thermal drift, the common

mode is de-projected and the data are high-pass filtered above 5 Hz. Then the TOD is

divided into shorter sections, of the length of the scan period (∼ 8 seconds), synchro-

nized with the turnaround. This allows to cut only fractions of a TOD in case that

only a few sections are pathological, or the whole 15 min otherwise. Given that the

detector noise is expected to be Gaussian, the normality test defined by D’Agostino

and Pearson [9] for the skewness and kurtosis, which adapts their distribution to a

normal distribution, is applied. Indeed, the distribution of the rms, skewness and

kurtosis of the sections ends up being fairly Gaussian, such that fixed limiting criteria

can be established. In the end, only detectors with noise rms lower than 1.79 mK
√

s

for 148GHz, 3.56 mK
√

s for 218GHz and 358 mK
√

s for 277GHz are kept2.

2The greater tolerance in AR3 is necessary to allow detectors with strong vibrational noise, which
is correlated between detectors and thus can be removed up to a degree.
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Time-constant Criterion

Another reason to cut a detector TOD is when the optical response of the detector is

too slow. Detectors with time constant longer than 67 ms (15Hz) are excluded from

the analysis.

Short Event Cuts

Finally, there are pathologies that are manifest during very short periods of time,

like glitches produced by cosmic rays. Whenever a glitch is greater than 10 times the

rms noise, 1 s of data around the glitch are cut, or the whole 15 min TOD if there

are more than 50 of such cases.

Another short event is due to the calibration bolometer, which loads the detectors

with a signal of roughly 400mK, ∼20 the noise level. It causes a 1.3 s signature in

the data every 8 min in season 2007 and 24 min in season 2008. For these a window of

nearly 3 s is cut around the event. The calibration bolometer was not used in season

2009.

Dark Detector Cuts

In an analogous but simplified way, the dark detectors were also selected. In this

case, only 15 min long (per data file) cuts were performed. The cut criteria were the

drift error of the dark detectors3, the norm of the signal vector and the noise rms.

4.5 Data Selection Results

After applying all the selection criteria given above, and considering only the data

files available for analysis, the average number of effective detectors was 652.1± 59.0

for 148GHz, 835.9 ± 88.0 for 218GHz, and 392.3 ± 109.4 for 277GHz. The errors

here are the standard deviation over different data files.

Table 4.3 shows a summary with the number of detectors in each of the three

detector groups for the three arrays4, as well as the cut contribution from the eight

main selection criteria: drift error, signal vector norm, noise rms, noise skewness,

noise kurtosis, glitches, slow detectors and detectors without calibration. The bottom

line is the average number of effective detectors in season 2008.

3Notice that the common mode of the dark detectors is driven by the thermal drift of the cryostat,
which is the second largest signal in the data.

4The big number of broken detectors for 277 GHz is mostly due to problems in the biasing circuit.
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Table 4.3. Array summary with number of detectors in each of the three groups,
number of detectors cut by criterion and effective number of detectors, for season

2008.

148GHz 218GHz 277GHz

Detector classification

Live Candidates 800 959 685
Dark Candidates 128 62 55
Broken Detectors 128 35 316

Total 1056 1056 1056

Cuts by criterion applied to live detectors

Drift Error 102.9 78.9 82.8
Norm 2.1 5.4 102.8
rms 31.1 29.3 41.0

Skewness 0.6 0.9 0.5
Kurtosis 0.2 0.4 1.8

Slow 5.3 2.9 38.9
Glitches 5.0 4.9 25.0

Calibration 0.7 0.4 0.0

Effective detectors

652.1 835.9 392.3
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Figure 4.2 shows the fraction of the time that every detector is uncut and how

that distributes across the array. Notice that some rows and columns are completely

gone, which is mainly due to problems in the biasing (columns) and readout circuits

(rows). Most of the broken columns in AR3 are due to biasing problems.

(a) 148 GHz detector stability (b) 218GHz detector stability

(c) 277GHz detector stability

Figure 4.2 Percentage of the time that every detector was cut distributed across all
three arrays. Every square represents a single detector, such that the distribution
across the array is evidenced. (a) 148GHz detector stability. (b) 218GHz detector
stability. (c) 277GHz detector stability.

Figure 4.3 shows the distribution of the effective detectors across the season 2008

for all arrays, contrasted with the weather conditions indicated by the PWV. Notice

that array 148GHz shows a significant increase in the number of effective detectors

starting in September 24, which coincides with the detection and disconnection of a
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few oscillating detectors that were contaminating the signal from other detectors in

the array.

(a) 148 GHz effective detectors (b) 218GHz effective detectors

(c) 277GHz effective detectors

Figure 4.3 Effective detectors in all three arrays in season 2008. Circles denote daily
averages and the error bars are the standard deviation within that day. The PWV
level is over-plotted in dotted line. (a) 148GHz effective detectors. (b) 218GHz ef-
fective detectors. (c) 277GHz effective detectors.



Chapter 5

Atmosphere

5.1 Introduction

It is ironic that the CMB signal can travel the whole age of the Universe almost

unperturbed to get contaminated in the last 3µs before reaching the telescope. The

reason is that the atmosphere is a significant absorber-emitter of radiation in the

frequency range of all three ACT bands, presenting at the same time fluctuations

that appear in scales comparable to the CMB anisotropies that we want to measure.

In this chapter we discuss the physical properties of the atmosphere, its emission

and absorption, together with its effects in the data and mechanisms to isolate and

remove it from the sky signal.

5.2 Atmosphere Emission and Absorption

The atmosphere is an absorber-emitter of radiation in all three bands. The domi-

nant emission lines are due to excitation of rotational modes of water molecules at

183GHz and molecular oxygen at 117GHz, although it also presents a continuum-like

emission from the combined action of the extended “wings” of other emission lines

at higher frequencies, many of them also related with water. The ACT bands were

chosen to avoid those emission lines, but they are still affected by the continuum

effects. For more information about atmosphere absorption-emission at the ACT site

see Marriage’s Ph.D. Thesis [18].

We can model the atmosphere as a grey body, such that in the Rayleigh-Jeans

60
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regime its emission is given by

Iatm =
2kTatm

λ2

(
1− e−τA

)
=

2kTRJ

λ2
, (5.1)

where τ is the optical depth measured in nepers, A is the air mass (A ∼ csc θel

when the elevation angle θel & 20◦), Tatm is the temperature of the atmosphere and

TRJ is the equivalent RJ temperature of the atmosphere. Using Equation 3.16, the

atmosphere power absorbed at the detectors is

Patm = 2 ε k TRJ∆ν. (5.2)

On the other hand, the absorption is also characterized by the optical depth −τA,

such that the transmission coefficient is given by

Tatm = e−τA. (5.3)

5.2.1 Dependence on PWV

As mentioned before, most of the absorption and emission of the atmosphere at these

frequencies is due to its water content. Using the Atmospheric Transmission at Mi-

crowave (ATM) modeling program [23], Marriage modeled the atmosphere equivalent

temperature and opacities at the ACT bands at an elevation of 45◦ [18]. These

relations where later rescaled from an elevation of 50.5◦ by Switzer [43], yielding

148 GHz : TRJ = (6.0 PWV + 3.5) K; τA = 0.025 PWV + 0.012; (5.4a)

218 GHz : TRJ = (12.6 PWV + 4.1) K; τA = 0.058 PWV + 0.010; (5.4b)

277 GHz : TRJ = (18.8 PWV + 9.3) K; τA = 0.097 PWV + 0.026. (5.4c)

Here the PWV is defined in millimeters as the column of precipitable water pointing

to the zenith at the ACT site1.

We can use Equation 3.16 and the efficiencies from Table 3.1, corrected by the

median atmosphere transmission in each band, to get the dependence of the absorbed

1Note that this approximation is inconsistent with the definition of TRJ in Equation 5.1, because
TRJ and τA cannot be both a linear function of the PWV at the same time. We will adopt it, but
using TRJ to calculate powers and τA to calculate transmittances.
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Table 5.1. Atmosphere absorption-emission model parameters for quartile PWV
levels in season 2008 (from August 11 through December 24, 2008). This is the
power on the detectors and was obtained using the efficiencies from Table 3.1.

Ind PWV [mm] TRJ [K] τA [nepers] Tatm Patm [pW]

AR1 148GHz

25% 0.32 5.42 0.0200 0.980 0.41
50% 0.49 6.44 0.0243 0.976 0.49
75% 0.85 8.60 0.0333 0.967 0.65

AR2 217GHz

25% 0.32 8.13 0.0546 0.947 0.95
50% 0.49 10.27 0.0690 0.933 1.20
75% 0.85 14.81 0.0995 0.905 1.73

AR3 277GHz

25% 0.32 15.32 0.0570 0.945 3.37
50% 0.49 18.51 0.0735 0.929 4.07
75% 0.85 25.28 0.1085 0.897 5.56

power on PWV:

148 GHz : Patm = (0.45 PWV + 0.27) pW; (5.5a)

218 GHz : Patm = (1.47 PWV + 0.48) pW; (5.5b)

277 GHz : Patm = (4.13 PWV + 2.05) pW. (5.5c)

Table 5.1 summarizes the main atmosphere parameters for the mean and quartile

conditions in season 2008. It includes PWV, Rayleigh-Jeans equivalent temperature,

optical depth, transmittance and power on the detectors.

5.2.2 Atmosphere Load

The radiative power absorbed by the detectors is related to the Joule power needed

to bias them by Equation 2.6. By measuring the bias power for different atmospheric

conditions, one can find a relation between absorbed radiative power and PWV. If we

also had reliable values for the thermal model of the detectors (K and n from Equation

2.4), we could also estimate the absolute absorbed power, but unfortunately we do
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not have these available for AR1.

From Figure 2.5b we deduced that the power conducted to the bath, Pb, is almost

constant across the transition, and from Equation 2.5 we know that this power only

depends on the bath temperature and the critical temperature of the TES. Consid-

ering that the bath temperature is controlled during the season at 310mK, we can

consider that Pb is practically constant across the season. Then Equation 2.6 tells

us that the Joule power dissipated at the operating point is given by PJ = Pb − Pγ.

In the field the atmosphere loads the detectors producing a non-negligible Pγ, so the

Joule power measured from the load curve for different atmosphere loading conditions

should reflect this change in loading.

Figure 5.1 Joule power as a function of PWV for season 2008, in AR1 r25c6.

Figure 5.1 shows the Joule power obtained for detector AR1 r25c6 from the IV

curve obtained at the beginning of every night of observations in season 2008. As

expected, the Joule power decreases linearly as the PWV grows2. Fitting a line

to the data, one can estimate the expected Joule power at zero PWV, PJ0, which

is determined by the dry opacity of the atmosphere, and the linear dependence on

PWV, dPJ/dPWV.

Figure 5.2 shows the histogram of PJ0 (a) and dPJ/dPWV (b) for all live detectors

in AR1. The median power is 6.4±1.7 pW (with individual errors averaging 0.03 pW)

while the PWV dependence is −0.70±0.09 pW/mm (with individual errors averaging

2PWV values are quoted at zenith and without correcting for the difference in height between
the APEX site and the ACT site.
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0.02 pW/mm). This result implies that under bad weather conditions, with PWV

∼ 3mm, the added optical loading will be ∼ 2 pW in AR1.

(a) (b)

Figure 5.2 Joule power at zero PWV, PJ0, and dP/dPWV for all detectors in AR1,
season 2008.

The variability in PJ0 can be explained by the different critical temperatures of the

detectors in the array, while the variability in dPJ/dPWV is harder to explain with-

out involving errors in other detector parameters, because the physical phenomenon

observed should depend only on changes in optical loading, which is the same for all

detectors.

Figure 5.3 shows PJ0 (left) and dPJ/dPWV (right), for all live detectors in the

AR1. In both cases one can see strong column dependences, meaning that there are

construction factors involved in these two parameters. Some possible explanations

are: different absorption efficiency due to distance to the coupling layer, intrinsic

differences in absorption efficiency due to detector construction, and error in the

determination of readout circuit parameters needed to estimate the power. For vari-

ations in PJ0, the critical temperature and the heat conductivity to the thermal bath

(which strongly depends on the leg width) are also important.

As part of the detector calibration process, response variations across the array

are leveled using a flat-field solution obtained from comparing the amplitude of the

atmosphere drift in different detectors when already calibrated into power units using

the responsivity (also derived from the load curve). Applying that same flat-field to

the values of dPJ/dPWV, we were able to significantly reduce the scatter for different
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(a) (b)

Figure 5.3 Joule power for low PWV and power-PWV dependence for all detectors
in AR1, season 2008.

detectors, as can be seen in Figure 5.4, without significantly affecting the mean, as

expected. This consistency check shows that essentially the same factors affect the

estimation of the operating point Joule power and the small signal power response of

the detectors given by the responsivity.

An interesting implication is that, if the variability were dominated by errors in

the readout circuit parameters, then those parameters would affect the Joule power

and the responsivity in different ways, so the previous result would not be possible.

From all parameters, both Joule power and responsivity are proportional to the shunt

resistance, so errors in its determination can cause the observed effect. On the other

hand, there is no clear correlation between the array patterns for PJ0 and dPJ/dPWV,

meaning that, either the shunt resistance error is not the strongest cause of variations

in PJ0, or the shunt resistance is not the dominant variable at all.

PWV Dependence Implication

The TES power balance equation (Equation 2.6) implies, for a constant bath tem-

perature, that dPatm/dPWV = −dPJ/dPWV. Our atmosphere model, represented

by Equation 5.5a for 148GHz, predicts that dPJ/dPWV = −0.45 pW/mm, while our

measured value from the load curve is −0.70 pW/mm, implying a 56% difference.

There are only a few possible explanations for such a large difference. An error

in the calibration of the load curve can produce an over-estimation of PJ . For ex-

ample, PJ is proportional to the shunt resistance value, so this effect can be related
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(a) (b)

Figure 5.4 Joule power-PWV dependancy before and after applying an optical flat-
field for all detectors in AR1, season 2008. (a) Histogram showing dPJ/dPWV be-
fore (blue) and after (green) applying the flat-field. (b) Array wide distribution of
dPJ/dPWV after applying the flat-field.

to an overestimation of the shunt resistance. Another explanation would be an un-

derestimation of the PWV level. The PWV is measured at APEX, which is located

140m below ACT, so we expect the measured PWV to be higher than the one at the

site3, meaning that it is unlikely that the available PWV values are underestimated.

The last possible explanation is an error in the telescope efficiency factor, ε. This

factor was obtained by studying the signal amplitude from planets, being suscepti-

ble to uncertainties in planet brightnesses, detector time constants, beam shape, and

possibly others. Note that, in order to solve for the inconsistency, ε would need to be

0.20 instead of 0.13. Still, today we do not have enough knowledge of the system to

fully understand this inconsistency.

5.3 Atmospheric Fluctuations

Together with its overall intensity, inhomogeneities of the atmosphere emission can

get imprinted on the data when scanning across them. They are due to turbulence

along the line of sight, which is concentrated in a thin layer, often described as a frozen

3E. Switzer estimated that the PWV an ACT is 12% lower than the value measured by APEX
[43]. If apply this correction, then dPJ/dPWV = −0.78 pW/mm, incrementing the discrepancy.
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sheet of brightness temperature fluctuations that moves with the wind4. According to

the Kolmogorov model of turbulence [44], the power spectrum of the fluctuations in a

large three-dimensional volume is proportional to q−11/3, where q is the wavenumber

in units of length−1. In general, we expect that the atmosphere signal seen in the

data will appear as a power law with an index related to the Kolmogorov spectrum.

In order to understand the power law index as the steepness of the power spectrum

in logarithmic-space, we will refer to a “lower” power law whenever the absolute value

of the power law index is lower.

Studies done at the ALMA site, on the Chajnantor plateau, show that the tur-

bulent layer in the area is located most of the time below 500m above the ground,

observing increased heights for higher wind speeds (up to ∼ 2 km), which range from

0 to 15 m/s [30]. They also show that the frozen sheet model is consistent with a

significant fraction of the observations, but not all of them.

To compare with the available data we analyzed two atmosphere models, one

proposed by Church in 1995 [7] and the other proposed by Lay & Halverson in 2000

[17].

5.3.1 Church Model

The model presented by Church is not restricted to a single turbulent layer, but in-

stead sees the atmosphere as a continuum that evolves through different properties

as one moves up away from the telescope. A coherence distance scale is defined over

which the Kolmogorov spectrum holds, in particular the outer scale L0 defines the

maximum distance inside the turbulence that satisfies this condition. The contribu-

tion to the antenna temperature from a given point in the turbulence is proportional

to the effective area of the telescope as seen from that point. To produce an analytical

solution, a Gaussian beam is assumed such that the effective area at every point of

space can be given by

A(x, y, z) =
2λ2z2

πw2(z)
exp

[
−2(x2 + y2)

w2(z)

]
, (5.6)

where z points in the same direction as the telescope,

w(z) = w0

[
1 +

λ2z2

π2w4
0

]1/2

, (5.7)

4The frozen sheet model assumes that the brightness temperature fluctuations do not change in
time, at least for the time scales in which they cross the field of view.
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where w0 is the beam waist radius, which is related to the beam FWHM, θb, by

w0 =
√

2 log 2
λ

πθb

=
λ

2πσb

, (5.8)

where the last equality used Equation 3.19 to get the relation to the Gaussian spread

σb.

To account for temporal variations in the measured temperature, Church assumes

that the atmosphere moves with the wind and calculates its power spectrum by obtain-

ing the Fourier transform of the temperature fluctuations autocorrelation function.

It turns out that the power spectrum becomes proportional to a 3D-space integral of

the Kolmogorov correlation function modified by the exponential term of the effective

aperture. Then two limiting conditions arise: if w(z) � L0, this exponential term

varies very slowly compared to the Kolmogorov correlation function, so it can be con-

sidered constant, producing a power law of index −11/3 (three-dimensional regime).

If instead w(z) � L0, the exponential terms varies very rapidly, effectively remov-

ing one of the dimensions in the Kolmogorov spectrum and producing a power law

of index −8/3 (two-dimensional regime). As w(z) grows with z, we expect to have

the two-dimensional power law for low turbulent layers and the three-dimensional

regime for high turbulent layers. In other words, the power law index is defined by

the near-field / far-field effects of the telescope.

Church does not provide a physical definition to estimate L0, but gives a possible

range that varies from 1m to 120m. She also provides some evidence that 10m is a

reasonable value. Figure 5.5 shows the limiting condition (L0 = w(z)) as a function of

L0 and height for the beam parameters of AR1. Considering that the turbulent layer

at Chajnantor has been measured to be only 500m above the ground, this means

that we will most likely be in the two-dimensional regime, with a power law of −8/3.

Focus Effect

Another effect that naturally appears in Church’s derivation is that, since the atmo-

sphere is in the near-field of the telescope, the atmospheric features appear out of

focus. The equivalent beam size for objects in the near-field is given by

θ̃b(z) =
√

2 log 2
w(z)

z
. (5.9)

The greater beam at shorter distances effectively smears out the objects, and in

the case of a moving sheet, it also effectively low-pass filters the signal. The cutoff
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Figure 5.5 Church criterion between two-dimensional and three-dimensional regimes
(near and far regimes respectively). Turbulent layer heights below the curve belong to
the two-dimensional regime characterized by a −8/3 power law, while heights above
the curve belong to the three-dimensional regime characterized by a −11/3 power
law, for a given value of L0. w0 is the beam waist radius.

frequency of such filter can be obtained combining Equations 3.25 and 5.9, and con-

sidering that the angular speed of the layer across the field of view is θ̇ = θ̇s + v z,

where θ̇s is the scan angular speed and v is the projection of the wind speed in the

scan direction. That gives

f̃−3dB(z) =
√

2 log 2
θ̇sz + v

πw(z)
. (5.10)

Notice that the cutoff frequency related to the scan speed grows with distance from

the telescope, while the “stare” component only depends on the wind velocity and

w(z), which evolves slowly at low heights.

Figure 5.6 shows the equivalent “out of focus” beam size and the cutoff frequency

of the atmosphere signal for all three arrays. One can notice that for a layer at

500m above the ground, the beam becomes 10′ wide, which correspond to roughly

a third of the array size on the sky, meaning that the features in the atmosphere

will be common in patches of detectors of that size. This also means that only a

small proportion of the signal will be independent between detectors, which will have

important consequences when trying to filter out this signal.

In terms of the cutoff frequency, this result implies that the atmosphere signal
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(a) Equivalent out of focus beam (b) Cutoff frequency (-3dB) due to focus

Figure 5.6 Out of focus effects on the beam and cutoff frequency for atmosphere
turbulent layers at different heights considering a nominal elevation of 50.5◦ for the
three arrays. (a): Equivalent beam size (Gaussian) as a function of atmosphere layer
height. (b): Cutoff frequency given the out-of-focus beam for wind speeds of 5 and
10m/s and for scanning and stare observations. Notice that for scanning observations
the angular speed is constant, so the cutoff frequency increases as the equivalent beam
decreases with distance. For stare observations at low layer heights, the decrease in
angular speed of the layer with height is cancels out with the decrease in equivalent
beam size, making the cutoff frequency almost constant. The coloring is the same as
in (a).
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is band limited to a few hertz for stare observations, but its bandwidth grows with

height for scanned observations. In general the cutoff frequency falls above 1Hz,

which is where we normally expect to see the atmosphere signal rolling below the

detector white noise in the TOD power spectrum.

One caveat of the formulation given here is that the power distribution may be

wider than predicted by the model in the near-field for systems with apertures less

than 4 times the waist beam radius, which is the case for ACT. This means that the

effective beam size given here must be considered as a lower limit (and the cutoff

frequency as an upper limit) to the measured values in the near field.

5.3.2 Lay and Halverson Model

Lay and Halverson modeled the turbulent layer as a frozen sheet at height hav and

thickness ∆h, where the thickness of the layer determines the properties of the ob-

served power law. For such a layer they showed that

〈T 2(αx, αy)〉 =


A

sin ε

(
hav

sin ε

)−5/3 (
α2

x + α2
y

)−11/6 hav

2∆h sin ε �
(
α2

x + α2
y

)1/2 � αi

A′

sin ε

(
hav

sin ε

)−2/3 (
α2

x + α2
y

)−8/6
αo �

(
α2

x + α2
y

)1/2 � hav

2∆h sin ε

. (5.11)

Here T 2 is the power spectrum of the atmosphere brightness temperature over the

angular wavenumbers αx = qxhav/ sin ε and αy = qyhav/ sin ε, derived from the spa-

tial wavenumbers qx and qy in the two horizontal directions of the layer, where ε is

the elevation angle. The angular braces indicate an average over many random re-

alizations. The constants A and A′ define the amplitude of the fluctuations, which

not only depend on the opacity, but also on other characteristics of the turbulence

itself. The model is bound by an inner scale, denoted here by αi, and an outer

scale denoted by αo. Within these bounds there is a small-scale regime where the

three-dimensional conditions of the Kolmogorov model are sustained, and the power

spectrum behaves as a power law with index −11/3. For scales greater than twice the

layer thickness (q−1 > 2∆h), the two-dimensional regime dominates and the power

law index becomes −8/3. The small-scale regime has been shown to be consistent

with observations above Mauna Kea [32].

Contrasting the formulation done by Church, the condition that defines the ob-

served power law does not depend in the telescope properties, but only on the physical

characteristics of the turbulent layer. Still the observed signal should suffer from the

same out-of-focus effect analyzed before, thus the Church treatment is preferred.

Features with wavenumber α produce features in the TOD with frequency fTOD =
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αθ̇, where θ̇ is the effective angular speed of the layer crossing the beam given the scan

speed and the wind velocity, and α = (α2
x + α2

y)
1/2. Observing at nominal elevation

of 50.5◦, the scan speed in season 2008 was 57.2′/s on the sky. Given that the wind

moves the turbulence layer at ∼ 5 m/s, and it is located ∼ 500 m above the telescope,

the angular speed of the turbulence ranges from 20.5′/s to 26.5′/s depending on the

wind direction, so θ̇ ranges from 30′/s to 84′/s, constantly changing between two

values given the scan direction.

Considering an effective angular speed of 25′/s, which is a reasonable value for

a stare observation, Figure 5.7 shows the TOD frequency at which lays the limiting

criterion between the two-dimensional and three-dimensional regimes for layers of

different thicknesses and heights. Frequencies below the curves belong to the two-

dimensional regime characterized by a −8/3 power law, while frequencies above the

curves belong to the three-dimensional regime characterized by a −11/3 power law.

Figure 5.7 Frequency for the limiting criterion between the two-dimensional and three-
dimensional regimes for layers of different thicknesses (indicated on the plot) and
heights, according to the Lay & Halverson model. Frequencies below the curves belong
to the two-dimensional regime characterized by a −8/3 power law, while frequencies
above the curves belong to the three-dimensional regime characterized by a −11/3
power law.
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5.3.3 Atmosphere TOD Signal

Consider the brightness temperature of the atmosphere to be a power law in wave

number space:

T (q, t) = Aqsejφ(q,t). (5.12)

The phase time dependence was included to let the features in the atmosphere change

in time. Applying the inverse Fourier transform we obtain

T (x, t) = A

∫
qsejφ(q,t)e2πjxqdq. (5.13)

Consider now that we are sampling the sky moving across the atmosphere pattern

with a given velocity, which can be function of the scan speed and the wind. Then

x(t) = v t, where v is the effective speed and we have omitted the direction information

because the spectrum is isotropic. Substituting this into the equation one obtains a

representation of the TOD, and applying the Fourier transform in time yields

F(f) = A

∫ ∫
qse2πjqvt+jφ(q,t)e−2πjftdq dt (5.14a)

= A

∫
qs

∫
ejφ(q,t)e2πj(qv−f)tdt dq. (5.14b)

In the case of a frozen sheet, the phase is independent of time, so it comes out of the

first integral. The second integral is then only different from zero when qv = f , in

which case it forms a δ function, such that

F(f) = Av−sf sejφ(f/v) (5.15)

so the power spectrum of the TOD must be a power law with the same index of the

power spectrum in space, but scaled by v−2s in power

F2(f) = A2v−2sf 2s = g fp. (5.16)

where g is an amplitude in units of µK2/Hzp+1, and p = 2s is the power law index.

The general case, which includes the time dependence of the phase, requires one

to understand the time variability of the turbulence, which is likely a probability

distribution of some sort.
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5.3.4 Stare Data

The previous derivation is compatible with a stare observation, where the telescope

is not scanning and only the atmosphere is moved by the wind. This kind of obser-

vation is also preferable for studying the atmosphere because other systematics, like

mechanical vibrations, are reduced.

The negative power law of the atmosphere makes its power spectrum drop be-

low the white noise level at knee frequencies of from roughly 1Hz to 3Hz, so we

concentrate here in the low frequency regions of the spectrum.

In season 2008, 2 stare observations were made per night, each lasting for 5 min-

utes. Here we took a single detector, AR1 row 25, column 6, and obtained the TOD

power spectrum from 174 files with PWV information available and with white noise

(5 - 20Hz range) between 800 and 1400µK
√

s.

Given the large variability seen between different TODs, it is necessary to fit a

power law for different frequency ranges. We used those fits to classify the TODs in

categories depending on their power law index5. Finally we averaged the power spec-

trum from all TODs in each category to produce a single less noisy power spectrum

to analyze.

Figure 5.8 shows the power spectrum from the 5 categories, together with the

average PWV for each category and the power law index of the fit. The power

spectrum obtained with the window cover on is also shown.

Table 5.2 shows some relevant parameters characterizing the different categories.

The given values and errors are the mean and standard deviation of the same param-

eters from the TODs in the category, except for the power law index and amplitude,

which where obtained by fitting the average power spectrum.

Notice that most of the TODs have a power law index near 2.4, which is closer

to the expected power law for turbulence scales in the 2D-regime (2.67) than the 3D-

regime (3.67). This suggests that the atmosphere signal in the TOD comes mainly

from this regime, with some contribution from the 3D-regime as seen in category 1.

The power law is correlated to the PWV level, but the PWV level for TODs with

steeper power law also present a higher standard deviation, meaning that the PWV

is not the only variable that determines the power law index, but other variables, like

turbulence height and thickness, can also be important.

Categories 4 and 5 show a much lower power law, in the order of -1.6. This

5The classification was done by sorting out an indicator obtained as a weighted average of the
power index fitted for every frequency range. Then the TODs were grouped by equipartitioning the
indicator range.
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Figure 5.8 Power spectrum for 5 categories of stare TODs selected by power law
index. The legend indicates the mean PWV and power law index for each category.
Logarithmic binning was used to reduce the noise in the plot.

Table 5.2. Relevant parameters characterizing five categories of stare TODs
selected by power law index.

Cat. # TODs p g NEP5−20Hz PWV WindAPEX

[mK2/Hzp+1] [µK
√

s] [mm] [m/s]

1 19 -3.27 13.2 1064± 56 1.45± 1.28 7.4± 3.9
2 71 -2.81 11.8 1071± 94 1.03± 0.97 5.6± 2.5
3 50 -2.36 3.3 1083± 113 0.50± 0.31 6.5± 3.8
4 28 -1.79 1.9 1041± 95 0.34± 0.10 4.8± 2.4
5 5 -1.35 1.5 1099± 26 0.39± 0.12 7.6± 2.7
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is actually comparable to the power law of the cover on data, meaning that other

systematic signals, like the thermal drift of the cryostat, dominate for observations

with very low PWV. Notice that category 5, composed of only 5 TODs, presents lower

low frequency power than the cover ON data, meaning that those other systematics

are variable in time, and were less intense in those specific nights. This can also

explain why the measured power law is in general less than predicted by the theory,

especially for nights with low PWV.

Neither the wind speed measured by the APEX weather station, nor the white

noise level measured between 5Hz and 20Hz, appear to be correlated to the power

law of the atmosphere.

Another interesting observation is that the power law is not constant for different

frequencies, but it tends to converge to an index of -2.4 at low frequencies. This

can be seen in Figure 5.9, where the power law index, obtained in short frequency

windows of the power spectrum, is plotted as a function of frequency. All but category

5 converge to that power law at low frequency, and it is possible that the different

value for category 5 is just an artifact of the noise.

Figure 5.9 Power law index as a function of frequency for the all TOD categories.
Each value was obtained by fitting a power law to the corresponding power spectrum
in a small frequency range (determined in logarithmic space) and associated to the
mean frequency of that range.
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Given the available theoretical models there are three ways to explain the observed

behavior. From Church’s point of view the power law should be −8/3 most of the

time, unless there is a non-negligible contribution from high turbulent layers, which

according to Figure 5.5 need to be 2 km to 3 km or more above the telescope. This is

higher that given in the literature, but still possible considering that category 1 only

corresponds to a 10% of the cases. Also, even though there is no strong correlation

with the wind speed in Table 5.2, category 1 does have the second highest wind speed,

which according to Robson 2002 [30] is related to higher turbulent layers. From Lay

& Halverson’s point of view, in order to have a −8/3 power law at 0.5Hz, as seen in

most TODs, the turbulent layer needs to be between 3m and 10m thick if located

nearly 500m high, and between 10m and 30m if located nearly 2 km high. Such

thin turbulent layers are somehow unlikely, although there is no evidence against

them, Lay and Halverson considered layers of nearly 500m thick in their calculations.

This means that the atmosphere signal is probably dominated by the beam effects

described in Church’s model, especially at low frequencies, while at higher frequencies

the steeper slope agrees with Lay & Harverson’s model. The third explanation is that

the out-of-focus effect starts being important at frequencies approaching 1Hz, which

is perfectly possible as seen in Figure 5.6b for stare observations with average wind

speed of 5 m/s.

5.3.5 Scan Power Spectrum

If the telescope is scanning the sky, then the velocity v is given by the combined

velocity of the scan and the wind:

v(t) =


v1 t ∈ T1

v2 t ∈ T2

(5.17)

So there are essentially two velocities involved, both acting in different time periods,

such that

F(f) = A

∫
qsejφ(q)

∫
e2πj(qv−f)tdt dq (5.18)

= A

∫
qsejφ(q)

[∫
T1

e2πj(qv1−f)tdt +

∫
T2

e2πj(qv2−f)tdt

]
dq. (5.19)



78 Atmosphere

If the scan period is long enough, we have T1 = T2 →∞/2, so we can approximate it

by

F(f) =
A

2

∫
qsejφ(q) [δ(qv1 − f) + δ(qv2 − f)] dq (5.20)

=
A

2

(
v1e

jφ(f/v1) + v2e
jφ(f/v2)

)
f s. (5.21)

Then the power spectrum is given by

F2(f) =
A

4

(
v−p

1 + v−p
2 + 2 cos(φ(f/v1)− φ(f/v2))(v1v2)

−p/2
)
fp, (5.22)

so, for a scanned signal, the phase shift between the two scan directions produces a

loss of power that is frequency dependent. This can produce features in the TOD

which are hard to model.

Given that the scan only spends half a scan period, Ts/2, in each direction at a

time, modes longer than that are not well sampled, so we can only say that Equation

5.22 is valid for f � 2/Ts. In general the TOD power spectrum for a scanned obser-

vation is not trivial as it involves the phase of the signal in both directions, causing

harmonics and other features, making it better to analyze in a phenomenological way.

5.3.6 Scan Data

The same procedure done on the stare data to select TODs according to their power

law and averaging them was repeated for normal scan TODs from season 2008.

The results can be seen in Figure 5.10 and Table 5.3. We can see that the power

laws and PWV dependancies are similar to those obtained for the stare data, but the

power law shifted to higher frequencies by at least 1Hz, producing knees of up to 3

or 4Hz. In agreement with Figure 5.6b, the out-of-focus for scan observations does

not present a significant effect, and the power law reaches nicely the white noise level.

Also, we can see several scan frequency harmonics, which are more noticeable for

the lower atmosphere level category. The strongest harmonic is the scan frequency,

1.2Hz, which marks a break in the power law level: at frequencies below the scan

frequency the spectral index stabilizes at ∼ −2.7, but the level of the signal decreases

significantly. This is true for all except for the lowest atmosphere category, which

presents an increase of power at very low frequencies (< 0.05 Hz), probably due to

another noise source like the 1/f noise. As will be further discussed in Chapter 7, the

harmonic lines seen in the power spectrum are mainly due to temperature variations
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of the detector thermal bath, produced by mechanical vibrations in every turnaround.

Figure 5.10 Power spectrum for 5 categories of scan TODs selected by power law
index. The legend indicates the mean PWV and power law index for each category.

5.4 Atmosphere Signal Removal

The atmosphere signal can challenge our science goal because it contains features on

the same scale of the CMB features that we would like to measure, but much more

intense, especially at scales that are needed to compare with WMAP results (` < 600),

which are the best reference for calibration. As the features are correlated between

detectors, they are harder to reduce by averaging many observations. Without any

intervention, there are two mechanisms that average down the atmosphere in the

maps: first, the features are not constant in time, so observations done on different

days will not be correlated between each other; and second, the projection is done

to the sky coordinates and not to the moving layer that contains the features, so

observations done by different detectors in the same night will also cancel each other,

but at a smaller degree for large features.

This means that an active intervention is needed to reduce the errors introduced

by this contaminant and produce maps with reliable CMB information. The final
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Table 5.3. Relevant parameters characterizing five categories of scan TODs
selected by power law index for season 2008.

Cat. # TODs p g NEP5−20Hz PWV WindAPEX

[mK2/Hzp+1] [µK
√

s] [mm] [m/s]

1 109 -3.16 90.8 1103± 89 1.42± 0.62 4.78± 2.9
2 884 -2.78 50.4 1084± 91 1.13± 0.63 5.10± 2.5
3 1064 -2.39 13.2 1073± 96 0.61± 0.36 4.51± 2.3
4 712 -1.91 8.4 1070± 97 0.32± 0.14 3.82± 1.8
5 84 -1.52 1.8 1036± 109 0.22± 0.10 3.24± 1.7

filtering of the atmosphere signal occurs in the map-making process, as discussed in

Chapter 8. Here we will analyze how the atmosphere signal can be identified from

the TOD, providing an insight on how it can be filtered out.

5.4.1 Time-space Correlated Modes

Large features in the atmosphere will basically produce the same level in all detectors

in the array, making them drift together in a so-called “common mode”. The common

mode, defined as the average value of all live detectors at every time, contains more

than 90% of the power in the TOD, and it is mostly produced by the action of the

atmosphere, which is the strongest signal present in the data. Removing the common

mode from every detector produces a large improvement in reducing the atmosphere

contamination.

Let us extend the concept behind the common mode to a more general form.

Consider the set of all live detector TODs, which can be viewed as N vectors ~t of

length ndata (number of samples). Time-space correlated modes6 can be defined as

vectors, orthogonal to each other, present in two or more detector TODs, such that

the TOD for every detector can be written as the sum of a set of correlated modes

and a linearly independent mode:

~t =
∑

i

wim̂i + ~α, (5.23)

where m̂i ≡ ~mi/|~mi| is the normalized correlated mode i (from now on just correlated

mode), wi is the weight of the mode in that TOD, and ~α is the linearly independent

6Zero-lag correlated modes.
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mode. In the end, given N live detectors, we will have N linearly independent vectors

~α and M < N correlated mode vectors m̂, and every vector can be defined orthogonal

to each other forming a N + M vectorial space7.

Given that the atmosphere features are at least coherent at scales of 10′ due to the

out-of-focus effect, we expect that most of the atmosphere signal will be contained

in correlated modes involving at least a third of the array. If we can identify the

correlated modes which are more likely to belong to the atmosphere signal (or other

correlated signals) we can project them out of the data, such that the “de-correlated”

TOD is given by

~̃t = (I− m̂m̂T )~t, (5.24)

where I is the identity matrix and T indicates transposition. This equation can be

generalized to remove any number of modes by stacking them together in the matrix

m̂8.

The sky signal can also be correlated in time-space, so identifying and removing

correlated modes have the risk of biasing the results by removing sky signal power.

The goal then is to identify the subset of correlated modes orthogonal to the sky

signal.

5.4.2 Mode Selection

We can try to obtain a “good enough” approximation of the correlated modes by using

linear combinations of detector TODs9 together with the fact that the atmosphere

signal is much larger than the CMB signal.

Given a TOD matrix A, composed of the concatenation of detector TODs orga-

nized as columns, we can approximate a single mode by a linear combination of the

columns of A, which can be written as

m̂ = Av̂w−1, (5.25)

where v̂ is a unit vector representing the coefficients of the linear combination, and w

is the normalizing factor needed for the mode to be also unitary. Using this definition

7This can be thought as having an N-dimensional space formed by N uncorrelated detector TODs
(maybe just noise) and adding a linear combination of M independent correlated modes (which can
include sky signal, atmosphere and systematics), forming an M-dimensional space independent of
the other. Notice that we are making no distinction between correlated modes from the celestial
signal and from the atmosphere or systematics.

8We will use bold face to indicate matrices, and hats to indicate normality.
9In the map-making solution the correlated modes can be made orthogonal to the sky signal in

an iterative process, as discussed in Chapter 8.
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of the modes, we can rewrite Equation 5.24 for the full set of live detectors as

A′ = (I− m̂m̂T )A = A(I− v̂v̂TATAw−2), (5.26)

so from every column in A we subtract a certain normalized linear combination of

the columns of A given by v̂, weighted by the correspondent element of v̂TATAw−2.

Now the problem is reduced to find the appropriate linear combination vectors v̂.

For a linear combination of many detectors, the independent vectors will cancel each

other, averaging down as something like the square root of the number of detectors

involved, so the error in the correlated mode will be lower when more detectors are

used to determine it. If a correlated mode is significant, it will not only be strong in

power, it will also be present in many individual TODs.

One way to determine the right linear combination is by using Singular Value

Decomposition (SVD) analysis. Briefly speaking, if A is a matrix with p rows and q

columns (TOD vectors), the SVD is defined as

A = Ûwv̂
T
, (5.27)

where Û is a p × q unitary matrix, w is a q × q non-negative diagonal matrix and

v̂ is a q × q unitary matrix. It turns out that we can interpret the columns of Û as

an orthonormal basis for A, whose “relevance” in A is determined by the associated

diagonal element in w, which we call the “singular value”, and the columns in v̂

then correspond to the linear combination vectors (v̂) needed to produce the columns

in Û from A. By identifying the columns of Û with higher singular value as the

most relevant correlated modes in A we can use the SVD as a powerful tool to find

correlated modes.

Figure 5.11 shows the first 40 singular values from a TOD obtained in November

20, 2007, normalized by the main singular value. The main mode has a much larger

singular value than the other modes; the singular value that follows is only a little

more than 8.5% of the first. The singular values decrease rapidly to stabilize at

some value near 0.8% of the main one. It is hard to define the cutting line between

significant and not significant singular values, so the number of modes to removed

modes is normally found empirically by the criterion that removing another mode

does not contribute significantly in reducing the atmosphere signal.

It is important to notice that the main mode, characterized by the highest singular

value, is close to the common mode.

In the case that the mode is obtained from a singular value decomposition (SVD),
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Figure 5.11 First 40 singular values from live detectors in raw TOD in decreasing
order. The values have been normalized by the main mode, which is out of scale.

we can rewrite Equation 5.26 as

A′ = A(I− v̂iv̂
T
i v̂wÛ

T
Ûwv̂

T
/w2

i ) = A(I− v̂iv̂
T
i ), (5.28)

where we have included the index i to indicate that the mode corresponds to the ith

singular value of the SVD, such that v̂i is the ith column of v̂ and wi is the ith diagonal

element of w.

5.4.3 Common Mode and Multi-common Mode

The common mode involves, by definition, coherent scales of the size of the array,

∼ 24′, or larger, corresponding to TOD frequencies lower than 0.8Hz and 1.2Hz in

seasons 2007 and 2008 respectively. This means that there is a significant amount

of atmosphere signal that cannot be removed by it, given that we expect features to

be at least 10′ wide, corresponding to 1.9Hz and 2.9Hz for seasons 2007 and 2008

respectively.

The multi-common mode is a modified version of the common mode which uses

the correlated mode concepts given above to produce a set of modes optimized to
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remove correlated signal on sub-array scales10. The idea is to control the SVD to

select only modes coherent on scales larger than a given sub-array scale. This is done

by dividing the array in adjacent blocks and obtaining the common mode for each

block. Then we use SVD to select the most relevant subset of correlated modes out of

them. The natural divisions for a square array are 4, 9, 16, etc. We normally divide

in 16 blocks, meaning ∼ 6′ in the sky and 3.2Hz and 4.8Hz for seasons 2007 and 2008

respectively, and then determine the 8 main modes with the SVD out of the initial

16.

Until now, no systematic method has been established to decide the best number

of modes to remove, and the previous scheme was decided using empirical reasons,

looking for numbers that behaved appropriately in many particular cases. In order

to decide the number of modes to remove, it is important to consider two points:

these modes are correlated with the sky signal, so removing more modes can remove

celestial power; and the signal-to-noise ratio of the modes decrease together with their

singular value, so at some point they should not be removed.

Figure 5.12 shows the correlation of the first three modes of the multi-common

mode with every live detector in the array for a given data file. One can see that

the main mode (mode 0) is similar to the common mode, while the second and

third are representations of the gradient in the main two directions. The following

modes represent higher-order features and so smaller and smaller features across the

array. This means that the multi-common mode can remove a significant amount

of atmosphere signal, but also that smaller features of the sky signal are removed

compared to the simple common mode.

Together with limiting the size of the coherent features that are represented in the

correlated modes, the multi-common mode has shown to be more stable than just a

straight decomposition of the entire TOD matrix A in the map-making stage.

Application to Real Data

To show the effect of removing the common mode and multi-common mode from the

data, we selected a single detector from three survey data files from season 2007 with

PWV levels of 0.50mm, 0.94mm and 1.17mm respectively, and from data obtained

with an aluminum cover sealing the main window. Figure 5.13a shows the power

spectrum of the data for no mode removal, 5.13b shows the power spectrum after

removing the common mode, and 5.13c shows the power spectrum after removing the

10Although the name “multi-common mode” is singular, it denominates a set of modes (vectors)
that form an extended version of the “common mode”.
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(a) (b)

(c)

Figure 5.12 Correlation between the three main modes of the multi-common mode
with every live detector in the array. (a): Main mode. (b): Second mode. (c): Third
mode.
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multi-common mode. The frequency knee where the atmosphere power law meets

the white noise is, for the three normal observations before mode removal, 1.18Hz,

2.14Hz and 2.96Hz respectively, which correspond to angular scales of 15.9′, 9.1′ and

6.4′ respectively. These are all smaller than the coherence length of the common

mode, but not for the multi-common mode.

As expected, the common mode removed power at frequencies lower than 0.8Hz,

leaving significant atmosphere signal unfiltered for nights with high PWV, but very

little for nights with low PWV. The multi-common mode instead removes power

below 3.2Hz, removing most of the atmosphere signal, making the power spectrum

for all weather conditions be close to the cover-on power spectrum11.

Until now we have restricted the analysis to TOD-space, but it is interesting to

see the effect of the atmosphere and the decorrelation filters in map-space. We can

produce a quick version of the map by projecting the TOD into map-space and then

dividing the value of every pixel by the number of samples projected onto it.

From Figure 5.14 we can see how the atmosphere signal completely dominates

the map features producing long stripes in the scan direction12. Notice that the map

obtained with the cover on also presents these stripe-like features, but they are much

less intense. In this case the effect is due to slow thermal drift of the camera.

Figure 5.14b shows the map after removing the common mode. Notice how the

map level was reduced from ∼ 200 mK to ∼ 5 mK. Also, a significant amount of the

strong striping is gone. Also, the two nights with higher PWV started showing small

scale structure that pops out of the stripping, which are atmosphere signal residuals.

After the multi-common mode is removed, most of the atmospheric signal is gone,

as can be seen in Figure 5.14c. The overall level reduced to ∼ 4 mK and only small

scale features are left, increasing in strength with PWV. This means that this method

was unable to remove all the atmosphere signal, but a great part of it. The residual

striping is instead attributed to other systematic effects and data pre-processing, as

will be discussed in Chapter 8.

Sky Signal Considerations

The common mode and multi-common mode have proven to be effective ways of

removing the atmosphere signal, but at the same time they filter the sky signal for

11Note that the effect of the mode removal on the cover-on data is less significant than for the
normal observations, and that some of the 1/f signal is never removed. This means that part of the
1/f signal can be uncorrelated between detectors.

12The orientation of the upper right map is opposite to the other ones because it corresponds to
a rising scan, while the others are setting scans.
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(a) Raw data (b) Common mode removed

(c) Multi-common mode removed

Figure 5.13 TOD power spectrum for three different nights of nominal scanning com-
pared to one taken with the camera window covered, so that there is no sky signal.
The knee frequency where the atmosphere power law is equal to the white noise is
given for the three normal TODs, but is was not well defined for the cover ON spec-
trum. (a): Raw power spectrum. (b): Power spectrum after common mode removal.
(c): Power spectrum after multi-common mode removal.
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(a) Raw data (b) Common mode removed

(c) Multi-common mode removed

Figure 5.14 Straight projection onto map space of three nominal scan data files ob-
tained with different weather conditions and one data file obtained with the window
covered, before and after removing the common mode and the multi-common mode.
All live detectors were projected. The scale bar units are in mK. In each figure:
Upper left: Normal scan with PWV = 0.50 mm and 1/f knee of 1.2 Hz. Upper right:
Normal scan with PWV = 0.94 mm and 1/f knee of 2.1 Hz. Lower left: Normal
scan with PWV = 1.17 mm and 1/f knee of 3.0 Hz. Lower right: Cover-on data.
1/f knee is poorly defined. Each block is roughly 2◦ wide. The horizontal axis shows
right ascension and the vertical axis declination.
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coherence scales larger than their coherence lengths (` ∼ 450 and ` ∼ 1800 for the

common mode and multi-common mode respectively), as will be discussed in more

detail in Chapter 8. This means that they cannot be implemented directly as it

was done here. In general the map-making methods try to improve these modes by

making them orthogonal to the sky signal through an iterative process.

5.4.4 Other Mode Selection Methods

The linear combination of detectors in time-space is not the only way to select corre-

lated modes. Here we will briefly present two other methods.

Polynomial fit

The fact that, after the common mode, the second largest mode correlated with a

gradient across the array, suggests that we can try to fit 2D polynomial functions

across the array at every instant, from which the zeroth order component is the

standard common mode. This method has the advantage of directly setting the size

of the features that need to be removed, but it lacks of the flexibility of the SVD

analysis.

Modes in Other Spaces

Until now we have only considered correlated modes in time-space, but it is possible

that there is another space where the modes are less degenerate with the sky signal,

so it is a more natural place to estimate them. Consider, for example, the frozen

sheet model. If the atmosphere is well represented by it, then projecting the TOD

onto a moving sheet13 with the same velocity of the atmosphere, all the atmosphere

signal should converge to a single correlated mode. Here, the atmosphere map itself

becomes the mode estimator. After estimating the mode in “atmosphere-space”, it

can be de-projected to TOD space and removed from the data.

Although this should be a better way to estimate the atmosphere signal, it is still

possible that the correlated mode is correlated with the sky signal, so some power

can still be lost. Moreover, it is subject to errors in the wind velocity determination

and in the quality of the frozen-sheet model describing the atmosphere. This model

has been shown to agree with observations [32], but it has not been shown to be an

efficient way of extracting the atmosphere signal from the data, probably because the

13This is mathematically almost identical to projecting onto the celestial sphere, but using a
different drift velocity.
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time variations of the features are also important. Still this is an interesting method

that can be developed more.



Chapter 6

Random Noise

6.1 Introduction

No telescope is a perfect measuring tool. The incident signal becomes distorted and

contaminated before being stored to disk.

Distortions can be generated by systematic effects like the beam shape, time

constant of the detectors, frequency dependency of the responsivity, pointing errors

and so on. Extensive work has been done to characterize these systematics to try to

account for them in the best possible way.

Contamination, instead, is explained by random noise and systematic signals1 that

get added to the sky signal in the acquisition process. Random noise is attributed to

fundamental properties of the detector-readout system, many times related to thermal

processes which are fundamental and random in nature. Systematic signals, instead,

are mostly related to macroscopic properties of the telescope, and so related to the

“system” design.

An important property of random noise is that it appears mostly uncorrelated

among detectors, which is not usually the case of systematic signals. When the sky

signal, which is intrinsically correlated between observations of the same spot in the

sky, gets contaminated with uncorrelated noise, the random nature of the noise allows

us to increase the signal to noise ratio by averaging many observations (increasing the

observation time). In particular, the rms value of the sum of N uncorrelated noise

1Systematic signals can also be called “systematic noise”. In this case we adopted the former to
emphasize that it is possible to identify these signals from the data in a similar way as it is done
with the sky signal, keeping the term “noise” for those that can only be measured through statistical
means.
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signals is given by

σN =

√√√√ N∑
i=1

σ2
i . (6.1)

If all the noise signals have the same rms, σi = σ0, then the rms of the average of all

the noise signals is

σ̂ =
σN

N
=

√
Nσ2

0

N
=

σ0√
N

, (6.2)

so the signal to noise ratio grows as
√

N for N observations. Given that in practice

not all observations are subject of the same noise level, this can be improved by

appropriately weighting different observations in the map making process, as discussed

in Chapter 8.

To quantify the noise we define the noise equivalent power (NEP) as the signal

power which gives a signal to noise ratio of unity for an integration time of one second,

determining the maximum sensitivity that can be achieved. Under this definition the

units are W
√

s and it is useful to notice that we can relate it to the noise rms and

to the mean power spectral density (PSD) as

NEP =

√
PSD

2
(6.3)

= rms
√

ts, (6.4)

where ts is the sample time and the factor 2 comes from considering positive and

negative frequencies in the PSD. In this context the PSD units are µK/
√

Hz. Dividing

it by the square root of the integration time it directly gives the rms of the TOD. In

occasions we will need to quote the mean PSD over a range of frequencies, in which

case the given NEP value will be equivalent to what one would obtain from white

noise with that level. The derivation of these relations are given in Appendix A.

Similarly, we call it noise equivalent temperature (NET) when temperature units are

used instead of power.

Given that the measurements from all detectors get combined at the map-making

stage and weighted to maximize the signal to noise ratio, it is useful to define two

other concepts: the “total sensitivity” and the “typical sensitivity”. The first is the

sensitivity that is obtained by averaging all live detectors weighted by their inverse
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NET squared, σ2
i , such that

NETtot =

[∑ 1

σ2
i

]−1/2

. (6.5)

The second is the NET needed by each detector to produce a given total sensitivity

if all detectors were identical, so

NETtyp = NETtot

√
Ndet, (6.6)

where Ndet is the number of live detectors in the array.

We can identify three main sources of random noise: detector noise, photon noise

and readout noise. In the following we will discuss these sources individually.

6.2 Detector Noise

The noise in the TES-pixel system is mainly due to thermal fluctuations of its com-

ponents and the interaction between them. A description of the noise sources within

the detector was given in Section 2.4.5.

Before being installed in the array, the detectors were put under intense laboratory

testing in the SRDP. There, their noise properties were measured together with other

parameters like critical temperature and thermal conductivity to the thermal bath.

For that, the detectors were kept in the most rigorous darkness such that the photon

loading was negligible, and the readout circuit used was non-multiplexed to increase

the bandwidth and reduce the aliasing from high frequency noise. We can assume

then that the noise measured this way was mostly detector noise and white SQUID

noise, which was measured to be more than one order magnitude lower than the

detector noise.

Figure 6.1 shows the noise power spectrum for detector AR1-r25c6 measured in the

SRDP. One can see that the noise level is equivalent for the 3 bias points at frequencies

below 1 kHz. The average noise level between 5 and 20Hz is 2.9× 10−17 W
√

s for this

detector. The noise grows toward higher frequencies due to the TES excess noise,

being 6.3 × 10−17 W
√

s between 900 and 950Hz. At even higher frequencies the

Nyquist inductor used to limit the bandwidth (placed in series with the readout

inductor shown in Figure 2.4) starts acting, producing some resonance for the lowest

bias point. After that, the signal is hardly filtered reaching eventually the white

level of the readout circuit at ∼ 100 kHz. This measurement was not accurate for
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frequencies below 4Hz, but with longer integrations we were able to show that the

1/f knee is less than 0.1Hz, very low by bolometer standards. Later, when placed in

MBAC, the 1/f knee can be seen at around 0.1Hz for observations with the window

closed, and it is probably limited by the thermal fluctuations of the dewar

Figure 6.1 Detector noise measured in the SRDP for 3 bias points as specified in the
legend as a function of the normal TES resistance, Rn. The detector is number AR1-
r25c6. Units are in W

√
s, after applying the responsivity given in Equation 2.10. To

convert to W/
√

Hz multiply by
√

2.

Figure 6.2 shows a comparison between the noise measured in the SRDP and in

the field by MBAC for a single detector (AR1, row 31, column 11)2 with average

properties. The field data was obtained by averaging the power spectrum from 52

stare observations3, and extra binning was used for the figure. In order to isolate

the uncorrelated noise from the correlated noise, we first removed the multi-common

mode, row correlations and column correlations from the data4 before obtaining the

power spectrum (both spectra, before and after decorrelation, are shown in the figure).

This strong decorrelation procedure reduced the mid-frequency noise (between 5 and

2This detector was chosen because it is the most stable detector in the array.
3The stare data contains less systematic signals and the atmosphere influence is shifted to lower

frequencies, so the detector noise can be isolated better.
4Row and column decorrelations will be discussed later in Chapter 7.
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10Hz)5, from 1100µK
√

s to 970µK
√

s, while the high-frequency noise (between 90

and 100Hz) was reduced from 1400µK
√

s to 1300µK
√

s. In other words, the total

noise is reduced by nearly 100µK
√

s when all the correlated signal is removed. The

noise rise in MBAC at frequencies above 150Hz is explained by high frequency noise

that gets aliased in when the signal is sampled, despite the butterworth low pass filter

applied before sampling to minimize this effect.

The SRDP data were calibrated from pW to µK using the same conversion factor

from detector power to sky temperature used to calibrate the MBAC data, which is

shown in Table 3.1. We can see that the noise level in the SRDP is significantly lower

than in MBAC. This is due to the effect of other noise sources, like photon noise and

noise from the multiplexing readout circuit, that are only present in MBAC and add

in quadrature with the detector noise. At frequencies between 5 and 10Hz the average

noise level in the SRDP is 820µK
√

s, reaching 1200µK
√

s at frequencies between 90

and 100Hz. This increase in the noise level toward high frequencies is explained by

detector excess noise, which dominates in both systems at frequencies above ∼ 20 Hz.

Assuming that the extra noise in MBAC is added in quadrature, we found that

adding ∼ 500 µK
√

s level white noise to the SRDP noise we can explain the noise

level in MBAC, as shown in the figure. In the following we will discuss how this extra

level is explained in terms of other noise sources.

6.3 Photon Noise

The photon noise is due to the quantum nature of light, as discrete photons arrive at

different times on the detector producing fluctuations in the measurement. Moreover,

when the occupation number is high (hν � kT for a blackbody source), groups of

photons arrive together adding an extra component to the noise [47]. The noise-

equivalent power of the noise due to this effect for completely incoherent radiation is

given by

NEPγ = hν
√

2ε n0(1 + ε n0)∆ν, (6.7)

where the factor 2 comes from considering the two polarizations, ε is the absorption

efficiency defined in Equation 3.32 and

n0 =
1

ehν/kT0 − 1
(6.8)

5We normally measure the mid-frequency noise between 5 and 20 Hz, but in this particular
detector the excess noise knee sits at lower frequency, so we chose to measure it between 5 and
10 Hz.
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Figure 6.2 Noise spectrum comparison between SRDP measurements MBAC data
for detector AR1-r31c11. The MBAC data were obtained by combining many stare
observations with average atmospheric conditions. The noise rise in MBAC at fre-
quencies above 150Hz is explained as aliased high frequency noise. The SRDP data
combine data from two different setpoints (20% and 85% Rn), which showed equiv-
alent properties at these frequencies, and calibrated to temperature units using the
same calibration factor used to calibrate the MBAC data. Two white-noise levels
were added in quadrature to the SRDP noise: 240µK

√
s to represent a strong atmo-

spheric load (PWV = 3mm), and 500µK
√

s, which corresponds to the best fit to the
MBAC data.
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is the occupation number for a blackbody source at temperature T0. Neglecting the

second term inside the square root (high frequency limit, n0 � 1) one obtains the

more usual expression derived from the Poisson distribution

NEPγ = hν
√

2ε n0∆ν =
√

hνWabs. (6.9)

Notice that the absorbed power, Wabs, cannot be approximated by the Rayleigh-

Jeans limit as in Equation 3.16 because that would imply contradicting the previous

assumption. Instead the full expression is needed such that

Wabs =
2ε hν ∆ν

ehν/kT0 − 1
. (6.10)

Given that the main optical loading comes from the atmosphere, and the at-

mosphere temperatures are given in Rayleigh-Jeans equivalent units, it is easier to

express Equation 6.7 in terms of absorbed power, such that

NEPγ =

√
Wabs

(
hν +

Wabs

2∆ν

)
, (6.11)

where Wabs can be obtained by evaluating Equation 3.16 at the atmosphere Rayleigh-

Jeans temperatures given by Equations 5.4a, 5.4b and 5.4c.

Figure 6.3 shows the expected NETγ as a function of source temperature and, in

the case of atmospheric loading, as a function of PWV. We can observe that the noise

is greater at higher frequency bands, as expected. Also the correction from the full

expression in Equation 6.7, with respect to the high frequency limit expression from

Equation 6.9, also becomes more significant at higher bands and source temperatures.

From Table 5.1 we can see that, for the median PWV in season 2008, the NEPγ

becomes 120, 270 and 590µK
√

s for 148GHz, 218GHz and 277GHz respectively in

CMB equivalent temperature units (110, 250 and 500µK
√

s respectively using the

Poisson limit formula). For a night with very high PWV, for example 3mm, this can

be 240, 690 and 1460µK
√

s for 148GHz, 218GHz and 277GHz respectively, so the

high frequency bands can become strongly affected by this noise. Given that we cut

data files with PWV higher than 3mm in 148GHz, 2mm in 218GHz and 1.75mm in

277GHz, we expect a maximum contribution of 240, 530 and 1040µK
√

s of this kind

of noise respectively.

From Figure 6.2 we can see that the photon noise from the atmosphere is not

enough to explain the noise level seen in MBAC for AR1, such that, even in the worst
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(a) NETγ as a function of source Rayleigh-
Jeans temperture

(b) NETγ as a function of PWV

Figure 6.3 Expected NETγ for all three frequency bands as a function of source
temperature and PWV (atmosphere loading). Units are CMB equivalent temperature
units. Blue: 148GHz. Green: 218GHz. Red: 277GHz. Continuous line: full noise
formula from Equation 6.7. Dashed line: simplified noise formula for Rayleigh-Jeans
power from Equation 6.9.

weather conditions, another 440µK
√

s noise source is needed in quadrature. It is

possible that there are other elements, like the lenses, that are emitting a significant

load, but there is no other evidence of it. Moreover, Tables 5.2 and 5.3 both show

that there is no significant increment of the noise level with PWV, meaning that

the photon noise from the atmosphere load is not the dominant noise source in the

mid-frequency range at 148GHz.

From Figure 6.3 one can see that, in order to explain the observed level from

photon noise alone, the blackbody load needs to be above 40K for AR1. The Lyot

stop is supposed to limit the load on the detectors from inside the cryostat, such

that only rays incoming from outside the camera can be at more than 1K. Tobias

Marriage calculated that the 1K part of the cryostat could load only 0.06 pW on

the detectors, which is negligible for our purposes. Although he also showed that

the highest effective temperature within the camera came from the window, at 1.6K,

it is still possible that some unknown effect within the 40K optic stages could be

contributing to this.
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6.4 Readout Noise

Another way to explain the missing noise is with the readout circuit. As said before,

the SQUID noise by itself is too low to explain this, as it is only roughly 12 µK
√

s

in the same units (5×10−19 W
√

s in Figure 6.1), but its bandwidth is so big that

it can become a problem when higher frequencies are aliased in. This might be the

situation in MBAC due to its multiplexing readout system, as explained in Niemack’s

Ph.D. Thesis[19]. Considering that each detector is sampled at fs = 15.15 kHz, the

achievable bandwidth is nearly fbw = 7.6 kHz. If the SQUID noise is white until very

high frequencies, say fSQ, it will add in quadrature to the inband noise fSQ/fbw times,

such that the measured noise will increase as
√

fSQ/fbw. Introducing the previous

estimate for the SQUID noise level, the SQUID noise would be required to be white

up to nearly 9MHz in order to explain the extra noise seen in MBAC. This is much

higher than expected from Niemack’s estimations, which give fSQ ∼ 400 kHz and only

a factor of ∼ 7 increase in SQUID noise due to aliasing, reaching nearly 85µK
√

s for

AR1. So SQUID aliasing alone cannot explain this effect.

After all the previous conjectures trying to explain the difference in noise between

the SRDP measurement and the MBAC measurements, there is still the possibility

that we are subject of a 10% or 15% calibration mismatch between the two systems.

This is a real possibility, given that the power calibration is entirely determined by our

knowledge of the readout circuit and temperature of the system, involving laboratory

measurements of several components. For example, the normal resistance from the

load curve in MBAC has shown to be consistently 10 to 15% lower than the same

measurement done in the SRDP.

Niemack measured ∼ 1280 µK
√

s noise level at 10Hz in MBAC under laboratory

conditions with the window covered, which he compared to ∼ 900 µK
√

s obtained

from the SRDP, thus a ∼ 910 µK
√

s noise source is required to explain the noise in

MBAC. Given that he did not remove the correlated noise for his calculation, we need

to compare his result to the extra 750µK
√

s noise source required if we do not remove

it either, showing that a ∼ 20 % noise reduction in the readout noise was gained by

optimizing the biasing techniques and parameters since his measurements were done.

6.5 Sensitivity

Considering that at frequencies below ∼ 3 Hz the atmosphere signal dominates the

data, we can divide the TOD spectrum in three regions: a low-frequency range, where
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the atmosphere dominates; a mid-frequency range, where the noise is nearly flat and

it is dominated by detector and readout noise; and a high-frequency range, where the

detector excess noise dominates.

Given that our signal band is restricted to below 30Hz6, the detector sensitivity

is mainly determined by the mid-frequency range. To avoid contamination from

the atmosphere and from the detector excess noise, we normally measure the noise

by averaging the PSD between 5 and 20Hz. This can be done after removing the

multi-common mode and the row correlations (defined in Chapter 7) to reduce the

contribution from the atmosphere and correlated systematic signals.

The high frequency range is also interesting because, if not treated properly, can

contribute to the noise in the maps. To understand it, we measured it by averaging

the PSD between 100 and 120Hz, avoiding even higher frequencies because they can

be affected by sampling aliasing.

The season wide distribution of the mid-frequency typical sensitivity obtained for

148GHz and 218GHz are shown in Figure 6.4, while the median values for the mid

and high-frequency ranges are given in Table 6.1. This is complemented by Figure 6.5,

which shows a histogram of the median noise per detector across the season for the

same two arrays7. These measurements where done after removing the multi-common

mode and the row correlations.

The sensitivity appears stable across the season, although it is possible to see

periods of higher noise, apparently related to periods of higher PWV. This contradicts

the previous result (Tables 5.2 and 5.3) that showed that the PWV was not related

to a noise increase. Until now it has not been possible to see a clear and consistent

correlation between PWV and mid-frequency noise level, suggesting that it is possible

that other factors are also significant in this relation, like residual atmosphere signal

after mode removal.

From Table 6.1 it is clear that the detector excess noise is a significant effect in

AR1, as the noise increases ∼ 270 µK
√

s from the mid-frequency range to the high-

frequency range8. The excess noise is not as strong in AR2, which only gains 50 µK
√

s

between the two ranges.

Another interesting intuition about the noise can be gained by observing its dis-

tribution across the array. Figure 6.6 shows the median sensitivity across the array

for the mid-frequency range, the difference between the mid-frequency and high-

6Point sources can show signal up to 30Hz in 277 GHz.
7It was not possible to include AR3 in this analysis because there was no reliable calibration at

the time of this writing.
8The detector excess noise usually manifests as a noise increment toward higher frequencies.
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(a) AR1 sensitivity (b) AR2 sensitivity

Figure 6.4 Typical array NET across season 2008 in the range mid-frequency range
(5 - 20Hz) for 148GHz and 218GHz.. The values are grouped in days and the
error bars are the standard deviation within that day. The PWV is over plotted for
reference. Values for AR1 are calibrated to CMB equivalent units using the procedure
described in Switzer’s Ph.D. Thesis [43] and the values for AR2 are calibrated using IV
responsivities, drift flat-field and conversion numbers from Table 3.1. (a) Sensitivities
for AR1. (b) Sensitivities for AR2. In both cases the multi-common mode and row
correlations were removed before calculating the sensitivity.

(a) AR1 sensitivity histogram (b) AR2 sensitivity histogram

Figure 6.5 Detector sensitivity histogram showing the median sensitivity per detector
in the entire season 2008 for AR1 and AR2. Units are the same as in Figure 6.4. (a)
Sensitivities for AR1. (b) Sensitivities for AR2.
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Table 6.1. Median typical sensitivities for the whole season 2008 in AR1 and AR2,
taken at two frequency ranges after removing the multi-common mode and the row

correlations.

Range NEPtyp [µK
√

s] NEPtyp [µK
√

s]
148GHz 218GHz

5 - 20Hz 980± 70 1430± 110
100 - 120Hz 1220± 40 1480± 130

frequency ranges, and the standard deviation of the sensitivity for both frequency

ranges for AR1. In this case only the multi-common mode was removed, but not the

row correlations.

The plots in Figure 6.6 show a lot of information about the array. Here we will

refer only to the more important observations that can be made.

The first thing to notice is that the noise is not the same across the array, appearing

correlated in columns of detectors. This suggests that either the noise level is related

to the physical properties of the detectors, which are more similar for detectors in a

column because they where built together, or that it is related to the readout and

biasing lines, as they are shared by all detectors in a column, or both. In particular,

column 18 seems to have the lowest noise level (around 780µK
√

s), while column 10

has the highest (around 1200µK
√

s).

We can also see column dependencies in the excess noise, expressed as the dif-

ference between the high-frequency and mid-frequency noise (Figure 6.6d), but the

observed pattern is not the same as the one seen in Figure 6.6a, so the two effects

are not directly correlated9. Interestingly column 31 is the only column that do not

present excess noise, being also the only column in AR1 with TES bilayers made

in a different deposition system (CVS deposition (Christine Allen) instead of APX

deposition (Jay Chervenak)). The same CVS deposition system was also used in AR2

and AR3, where the excess noise was also very low, meaning that it is possible that

the deposition system is related to this effect, although a more complete analysis is

required to be certain about the source of the excess noise. Reducing the excess noise

will be important for faster experiments, where the signal band will be at a higher

frequency in the TOD, so it is important to emphasize the detector properties that

9The excess noise is generated by the detector and depends on the physical properties of the
TES-pixel system, as well as the biasing conditions. In general, if higher in the transition (the TES
resistance being a lower percentage of its normal resistance) the excess noise is higher.
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(a) (b)

(c) (d)

Figure 6.6 Array wise sensitivities and related parameters for 148GHz in season 2008
in CMB relative units. (a) Median sensitivities at 5 - 20Hz range. (b) Difference
between sensitivity at 100 - 120Hz range and 5 - 20Hz range, serving as a measure of
the excess noise. (c) Standard deviation of the sensitivities at 5 - 20Hz range across
the season. (d) Standard deviation of the sensitivities at 100 - 120Hz range across
the season.
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allow it.

Interestingly the column dependency is also present for the standard deviation of

the noise, meaning that some columns have more unstable noise level than others.

In particular, there are three columns, 10, 17 and 20, which have higher variability

at all frequencies. This could be either because they are subject of other kinds of

systematic noise, which can be variable in time, or because the are intrinsically less

stable.

We can also see that the high-frequency noise is more stable than the mid-

frequency noise. This is because at high frequencies the noise is mostly dominated

by excess noise, which is stable in time. At lower frequencies other noise sources

which can be variable in time, like photon noise, correlated noise or even atmosphere

signal residuals, become more important. Readout noise is also more important at

mid-frequencies, but we have no solid arguments to say that it can be variable in

time.

A big part of the variation seen at high frequencies is due to row correlated noise,

which is variable in nature as will be describer in Chapter 7. By removing the row

correlated noise before estimating the noise level at high frequencies the variability

reduces by a factor of two, as can be see in Figure 6.7.

Figure 6.7 Array wise sensitivity standard deviation for 148GHz at the high-frequency
range (100 - 120Hz) after removing the row correlated noise

Row wise, it is evident that row 8 has a higher variability in the mid-frequency

range, an effect that is gone at the high-frequency range. As this cannot be attributed

to the detector construction, it must be associated to readout effects, but there is no

current explanation for it.



6.6 Signal to Noise Ratio 105

6.6 Signal to Noise Ratio

Knowing the random noise properties, we can attempt to give some considerations

on the signal to noise ratio in frequency space. As will be seen later, the effects of the

systematic signals are hard to evaluate, so we will limit the discussion to the random

noise.

As discussed in Chapter 3, different kinds of sources occupy a different frequency

ranges in the TOD. In particular, the highest bandwidth that a signal can have is

limited by the beam size. According to Table 3.3, point sources show significant

signal only up to 20Hz in season 2007 and 30Hz in season 2008. The CMB signal

is also limited by its intrinsic spatial distribution, such that, according to Table 3.5,

at ` ∼ 3000 (fTOD ∼ 8 Hz) its signal is 20 times less than at ` ∼ 400 (fTOD ∼ 1 Hz).

Moreover, at multipoles larger than ` ∼ 3000 the point source contribution from

extragalactic point sources starts dominating the signal. Figure 6.8 compares the

power spectrum of a typical TOD from 148GHz with the expected CMB signal and

from point sources, which have been scaled to make them easier to compare to the

other signals.

In terms of the noise, excluding the rising effect of the atmosphere, it appears

mostly flat in the whole signal band, with a level of nearly 980µK
√

s for 148GHz,

gaining power towards high frequencies. Incorporating the effect of the detector time-

constant, Table 2.2 indicates that its effect only starts being important above 60Hz,

so it basically does not affect the signal band. This shows that, frequency-wise, we are

limited by the telescope beam instead of the detector time constant, and deconvolving

it from the data does not significantly improve the signal to noise ratio.

When projected into map-space, and convolved with the beam shape, the TOD

will naturally become low-pass filtered by the pixelization of the map and by the TOD

frequency response of the beam, effectively filtering out the high frequency noise.

As a first corollary of this, the noise level that is really important for estimating the

signal to noise ratio is the mid-frequency noise level, as the high-frequency noise level

will be eventually filtered. The second corollary is that we can filter and downsample

the data by a factor of two (Nyquist frequency of 50Hz) without risking loosing

significant information.

Table 3.5 shows the amount of integration time needed to obtain a signal to noise

ratio of 1 for a NET of 1 mK
√

s given the CMB anisotropy rms at different scale

ranges:

t1000 =

[
NET

δTb

]2

=

[
1000

δTb

]2

/3600 [h]. (6.12)
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Figure 6.8 Power spectrum for various signals compared to a typical TOD from
148GHz in season 2008. Blue: TOD power spectrum. Green: CMB power spec-
trum. Red: Point source for 148GHz. Cyan: Point source for 218GHz. Magenta:
Point source for 277GHz. The amplitude of the point source signals correspond to
the expected average signal from saturn times 104. The detector time constant effects
are not included in this plot.



Chapter 7

Systematic Noise

7.1 Introduction

Systematic signals normally affect more than a single detector at a time producing

correlations between detectors, in which case we refer to them as correlated noise.

These signals are generally much stronger than the sky signal that we intend to

measure, being some times even stronger than the random noise level. Moreover, as

they are correlated between detectors, their contribution does not fall as the square

root of the integration time as the random noise does, at least for samples acquired

within the time scale of the correlation. This can eventually produce features in

the maps which are undesirable and that will require more observation time to be

reduced.

On the other hand, given that these effects are normally strongly correlated in

time, they are not necessarily correlated in map-space. In other words, the features

that they can produce in map space are not as strong as the correlated features in

the TOD. This means that time-space is the correct space to search for these signals.

From Figure 6.8 one can see that, for one second of integration time, the CMB

signal is one or two orders of magnitude lower than the random noise level, and nearly

4 orders of magnitude lower than the atmosphere drift at low frequencies. This means

that almost any correlation that can be found between detectors is almost surely due

to correlated contamination. This makes the correlated mode method described in

Section 5.4, at the time used to identify and remove the atmosphere signal, an ideal

method to be applied for these signals. The basic idea is that, as the correlated

signals are common among many detectors, we can estimate them by performing

linear combinations of detector TODs, so that only a few degrees of freedom are

needed to explain the correlated components.

107
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In this section we will describe the five main kinds of correlated noise, namely

magnetic contamination, electronic noise, thermal drift, mechanical vibrations, ther-

mal oscillations, giving in each case methods that can be used to identify and remove

them from the data.

7.2 Correlation Measurement

We assess the correlated signal between detectors with a correlation matrix. Each

column and each row of the matrix will represent a detector, and every element in the

matrix will represent the correlation between the signal of the detectors associated

to it. Organizing the order of the detectors in the matrix can help to visualize the

correlations, whenever the correlated detectors are placed together. There are two

main ways of organizing the detectors: row dominated or column dominated. In

the first case detectors from the same row in the array are placed together in the

correlation matrix, and for the second case it is the same but for the columns. So a

row dominated correlation matrix will contrast better correlations that happen among

rows in the detector array.

To quantify the level of correlations seen, we created a quality factor defined as

the mean of the off-diagonal elements squared of the correlation matrix:

Q =
2

N(N − 1)

N∑
i>j

c2
i,j, (7.1)

where ci,j is the correlation between the detector TOD i and j, and N is the number of

detector TODs. The quality factor will then be unity if the detectors are completely

correlated, or 0 if uncorrelated.

A correlation matrix is visualized best in a two-dimensional plot, as shown in

Figure 7.1. There you can see the correlation matrix for a raw TOD corresponding

to a CMB scan done in December 7, 2007, and for the same TOD after removing

the multi-common mode. The strong correlations between detectors seen in the raw

data are almost gone when the multi-common mode is removed, as it mostly removes

the effect of the atmosphere and the thermal drift (described in Section 7.5). After

removing the multi-common mode we can still see features that pop up to the eye

when sorted in rows or columns. The specific structure of the features indicate that

these are not residual atmosphere correlations, which should be homogeneous in the

matrix. What we are seeing then is the effect of other systematic signals causing
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correlations among sub-groups of detectors, which are not manifested as a common

mode across the array.

7.3 Magnetic Noise

When scanning in azimuth we can clearly see a signal drifting up and down with the

same frequency of the scan. Even though it may present significant phase shifts with

the scan, we call this signal “synchronous pickup”. The signal can also be seen in the

dark detectors, so we know that it is not coming from the sky. We performed two

tests to understand the nature of the pickup, as described in the following.

7.3.1 Azimuth Test

To see if the pickup is correlated with the magnetic field of the Earth, we scanned at

various central azimuths without covering the window of the camera, at 50% speed

(period of 20.12 s for a 10◦ amplitude scan), during 2.25 periods. The central azimuths

chosen were 45◦, 90◦, 135◦, 180◦, 225◦, 270◦ and 315◦, repeating the scan at 315◦ twice.

Before the test, we performed the standard startup including biasing and IV curve

acquisition.

To decouple the test from the sky signal, we analyzed the signal from the dark

detectors. As the experiment was short in time, we could remove the thermal drift by

subtracting a straight line. To get the amplitude and phase of the signal we fitted a

sinusoid to it. Assuming that the signal could be a triangular due to the scan shape,

this at least retrieves the amplitude of the first harmonic. The frequency was found

to be consistently close to the scan frequency, so we could fix that parameter to it.

The phase instead showed a significant shift with respect to the scan. Figure 7.2

shows an example of the fit to the data.

The results for all dark detectors are shown in Figure 7.3. We can notice that the

signal is minimum when pointing in the North-South direction (accurate within a few

degrees), and maximum in the East-West direction, changing signs when pointing ei-

ther East or West. This is evidence that the pickup is related to the magnetic field of

the Earth. For this reason we also call it “magnetic pickup”. We can also notice that

there are two different sets of dark detectors, one with higher amplitude that groups

most of the cases, and another with lower amplitude and opposite phase-shift sign.

This second set corresponds to broken channels that are showing a residual signal

coupled by other means, maybe directly from the second stage SQUID or by inter-
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(a) Raw, column dominated, Std = 361, Q =
0.941

(b) Raw, row dominated, Std = 361, Q = 0.941

(c) Mcm removed, column dominated, Std = 159,
Q = 0.081

(d) Mcm removed, row dominated, Std = 159, Q
= 0.081

Figure 7.1 Correlations matrices for a TOD obtained in December 7, 2007. Only live
detectors are included (nearly 600 detectors). The header shows the standard devia-
tion of the elements in the matrix, the quality factor and the key for understanding
the identity of the rows and columns. Column dominated matrixes have detectors in
the same column together and a black line separating different columns. The columns
indicated in the key are: 0, 2, 3, 4, 5, 6, 7, 8, 9, 11, 12, 13, 15, 16, 17, 18, 19, 20,
21, 23, 24, 25, 26, 27, 28, 29, 30, 31. Row dominated are analogous but for rows
instead of columns. (a): Column dominated matrix for raw data. The rows indicated
in the key are all 0 through 31. (b): Row dominated matrix for raw data. (c): Col-
umn dominated matrix for Multi-common mode removed data. (d): Row dominated
matrix for Multi-common mode removed data.



7.3 Magnetic Noise 111

Figure 7.2 Sinusoid fit to the signal after removing the signal slow drift using a linear
fit. In red, fitted sinusoid. In cyan, scan azimuth in arbitrary scale to match the
sinusoid amplitude.

action with other channels or detector lines from the same channel. The amplitude

is given in data acquisition counts DAC, but we can use the rough conversion of one

µK in CMB units is ∼ 3.4 DAC. Considering that 1 mK
√

s sensitivity corresponds

to 20 mK rms noise, we should be able to see this signal with a signal-to-noise ratio

of 3.4 in the worst case. The spread in the amplitude for different columns indicates

that the pickup is column dependent.

In terms of the phase, we can see that it forms a bump-like pattern for increasing

columns, with differences of up to 60◦ between them. This pattern is correlated to the

magnetic shielding package to which the series array (SA) belongs, observing similar

patterns for SA2, SA3 and SA4, but not for SA1.

If the magnetic flux is directly coupled into a SQUID in the system, in closed

loop operation, the measured voltage will be proportional to the flux crossing the

SQUID. The flux is proportional to the effective area, Aeff , that the loop presents to

the magnetic field

Aeff = A cos θ(t) = A cos (θaz(t) + θ0) (7.2)

where A is the area of the loop and, for the second equality, we assumed a linear

relation between the angle of incidence, θ, and azimuthal angle, θaz. Here θ0 is the

angle between the azimuthal direction of the telescope and of the SQUID loop. For

the signal amplitude to be maximum we need θaz(t)+θ0 ∼ 90◦, so given our test result

θ0 ∼ 0◦. This result is consistent with the SQUIDs laying flat on the readout cards

and detector columns being oriented horizontally, as they are. Linearizing around
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(a) Signal amplitude versus azimuth. (b) Signal phase-shift versus azimuth.

(c) Signal amplitude versus column (d) Signal phase-shift versus column

Figure 7.3 Azimuth test results for all dark detectors. (a): signal amplitude as a
function of central azimuth with positive sign for positive phase-shifts. (b): phase-
shift with respect to scan as a function of central azimuth. (c): signal amplitude as
a function of column for all central azimuths. (d): signal phase-shift with respect
to the scan as a function of column. The coloring for (a) and (b) indicate different
columns. The coloring for (c) and (d) goes as blue, green, red, cyan, magenta, yellow,
black and blue again for increasing azimuth from 45◦ to 315◦. In this case we also
indicate the series array (SA) magnetic shielding package that the column belongs to.
The few columns with opposite sign and lower amplitude in (a) and (b) are broken.
In (c) and (d) the broken columns were removed.
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θaz ∼ 90◦, for small scan amplitudes, the pickup voltage will be

V ∝ θaz(t)− 90◦ (7.3)

If this model is true, then the scan and the magnetic signal should be in phase, which

is not the case, so we still need to explain that.

In that sense, if the signal were coupled to an electrical loop instead, the voltage

generated by the loop would be proportional to the change in flux, so

V ∝ sin (θaz(t) + θ1)
δθaz

δt
. (7.4)

If the circuit loop is printed on the readout card, then θ1 = θ0 ∼ 0 and V ∝ δθaz/δt

when θaz ∼ 90◦ and V ∼ 0 when θaz ∼ 0◦. The scan derivative looks something

like a square wave, with edges softened by the finite turnaround acceleration, but the

important fact is that the signal generated will have a 90◦ phase shift with respect

to the SQUID signal. Incorporating other speculations, like the hysteresis of the

magnetic shielding softening edges, it is plausible that a combined action between

a SQUID pickup and a electrical circuit pickup may produce the phase shift that

we see, although right now there are not enough evidence to prove this. Still, by

carefully observing Figure 7.2, one can notice that the signal is better represented

with a sinusoidal than with a triangular function, which agrees with the idea that

some kind of damping must be going on inside the magnetic shielding that softens

the edges of the turnaround, for example power dissipation through Eddy currents in

the material.

In conclusion, the observed magnetic pickup can be plausibly understood as the

interaction of the SQUID readout circuit with the magnetic field of the Earth, in-

cluding its phase shift and wave shape, but the details of the model have not been

worked out. This implies that scans centered to the North or South would have the

least contamination. Unfortunately such scans are not part of our strategy.

7.3.2 Squid Test

The main purpose of the second test was to understand where, throughout the readout

system, the synchronous signal was entering the data. For this we scanned at two

central azimuths (135◦ and 270◦) using different biasing configurations and at two

different scan speeds (25% and 75%), and with the camera window tapped with

an aluminum sheet so all detectors were useful for the analysis. The five biasing
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configurations were the following:

• SSA: only the series array (SA) bias is on and all others are off, recording the

error signal in open loop.

• SQ2: only the series array and the stage 2 biases are on and all others are off,

recording the error signal in open loop.

• SQ1: all series array, stage 2 and stage 1 biases are on, but the detector bias is

still off, recording the error signal in open loop.

• SQ1 fb: everything is on except for the detector bias, operating in closed loop

while recording the feedback signal.

• ALL: everything is on as in a standard observation, recording the feedback

signal.

The first three configurations are directly comparable and are intended to show

the coupling point of the signal. The last two allow one to see the effect of the control

loop and of the TES itself.

The results from this test were extensive and complicated, such that this docu-

ment is not the right place to study them in detail. Instead, we will give the main

conclusions that came out from it:

• The signal coupled in the series array stage was small or negligible compared to

other stages, but, if anything, it showed patterns similar to the phase patters

recognized in the azimuth test.

• There was a significant signal seen in the SQ2 and SQ1 configurations, indicating

that probably the former is an important contributor to it.

• The same phase-shift pattern was seen in the SQ2 and SQ1 configurations, and

the same found in the azimuth test, but with different polarity between the two

bias configurations.

• The size of the bump feature in SA2, SA3 and SA4 were larger for SQ1 (<

100◦p−p) than SQ2(< 30◦p−p), indicating that SQ1 also intervenes in the pickup

process.

• The overall phase-shift advances in 60◦ when the speed is increased from 25%

to 75% speed, and the size of the features increases.
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• The signal decreases for higher scan speed, probably because the dissipation of

the magnetic flux in the magnetic shielding becomes more efficient.

• The amplitude of the signal was larger for SA1 package with respect to the

others.

• The signal amplitude is larger at 270◦ than at 135◦, as expected from the az-

imuth test.

• Equivalent results were obtained for SQ1 fb and ALL configurations, meaning

that the detector circuit is not involved in the pickup.

In conclusion, the magnetic pickup is probably due to the interaction of the SQUID

readout circuit, mainly stages 1 and 2, with the magnetic field of the Earth. As the

signal decreases for higher scan speed, faster scans are desirable for this matter.

This was the case in season 2008 with respect to season 2007, implying a significant

reduction of the effect.

7.3.3 Synchronous Signal Removal

Given that the magnetic pickup couples to the data in readout circuit, we can try

to measure it from the dark detectors, avoiding correlations with the optical signal.

For this, an important characteristic of the magnetic pickup is that its amplitude and

phase are even for detectors in the same column. We have measured, using cover on

data, that spread in the amplitude for detectors in the same column is 5%, while the

spread in the phase is 0.1%. Given this, we can use the dark detectors in each column

to estimate the magnetic signal from all the live detectors in the same column.

Even though in theory the signal could be triangular instead of sinusoidal, in

practice we have seen that the sinusoidal performs a better job representing the

signal1. Also, removing higher harmonics increases the risk of introducing sharper

modes which can be more harmful than helpful for our mask, so we decided to stay

with the simpler sinusoid.

The basic idea to estimate the magnetic signal is then to first remove the slow

drift using a polynomial fit, then fit a sinusoid to each dark detector, get rid of outlier

measurements (they can be detectors that are not working properly at the time) and

estimate an amplitude and a phase per column. Later we can use that amplitude and

1This is probably due to dissipation in the magnetic shielding through Eddy currents.



116 Systematic Noise

(a) Raw data. (b) Data after synchronous signal removal

Figure 7.4 Time-space waterfall plots for a TOD obtained with the cover on before and
after removing the synchronous (magnetic) pickup. The plots shows all the detector
TODs as rows of the 2D plot, with time running along the horizontal axis, and the
TODs are organized in columns. (a) Raw data. (b) Data after synchronous removal.

phase to remove the sinusoid from the TODs in that column. To make the process

faster we normally use only the first ∼ 30 scan periods to do the fit.

The method becomes a little bit more complicated due to the fact that some times

there are no working dark detectors left in a column. The alternative that has given

the best results is to estimate the signal from the missing columns using the common

mode of all live detectors in the column. Once we have a first guess for the whole

array signal, we remove it such that most of the magnetic signal is gone. Then we

estimate and remove the median common mode2 to remove most of the atmosphere

signal, and re-estimate the magnetic signal from the residuals, which is added to the

first guess producing an improved second guess, which is normally good enough.

Figure 7.4 shows the a time-space waterfall representation of the data before and

after removing the synchronous signal. Cover on data was used to demonstrate the

quality of the removal without the presence of the strong atmospheric signal. We

can see how the amplitude and phase of the synchronous signal are stable across

every column, but vary from column to column. After the removal most of the signal

2Calculated using the median at each time instead of the mean.
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is gone, and there is no clear evidence of 3rd harmonics, which is a clear sign of a

triangular signal.

Having said all this, it is important to notice that the scan frequency corresponds

to CMB multipoles of ` = 28 in season 2007 and ` = 38 in season 2008, which is much

lower than the multipoles of interest, so removing this signal is not critical except for

secondary effects, like edges between different observations of the same area of the

sky.

7.4 Electronic Noise

After removing the multi-common mode to remove the atmosphere signal, and remov-

ing the scan synchronous signal from magnetic pickup, the residual correlations can

be seen in Figure 7.5. There is an enormous improvement in terms of quality factor

with respect to the raw data, decreasing from 0.941 to 0.081, with correlations that

range around ±0.3. It is important to notice that the typical sensitivity, calculated

between 5 and 20Hz, went down from 1026 to 1000µK
√

s for this data file, meaning

that the correlated power removed in that band was greater than the extra white

noise added by removing the common mode.

What is left is interesting. First, in the column dominated matrix one can see how

detectors from columns 28 and 30 are much more correlated with themselves than

other columns. This is seen as the yellow squares in the upper right hand corner of

Figure 7.5a. We call this column correlation. As the detectors were manufactured in

columns, and every column shares the same readout circuit, column correlations are

mostly related to physical differences between detectors and their readouts, manifest-

ing a different susceptibility to magnetic or electromagnetic pickup3, thermal drift or

radiation load. In this particular case the source is electromagnetic pickup. Figure

7.6 shows the power spectrum for a detector in column 7 and another one for column

30. One can see that the pickup line near 100Hz is significantly larger in the latter.

Intensive work was done between season 2007 and 2008 to control this kind of pick up,

and solved in the main part by adding electromagnetic shielding around the camera

and eliminating radiation sources if possible.

The other thing to look at are the diagonal lines of correlation and anti-correlation

that appear when the matrix is row-dominated. Those are signals that correlate not

only across the same row, but also repeat every several rows. Figure 7.7 shows

the row correlation for three independent TODs obtained in the same night every

3The synchronous magnetic pickup is a kind of column correlation



118 Systematic Noise

(a) Column dominated (b) Row dominated

Figure 7.5 Correlations matrices for the same data file used in Figure 7.1, but after
removing the multi-common mode and the magnetic pickup. The standard deviation
of the matrix elements is 85 and the quality factor is Q = 0.081. (a): Column
dominated matrix. (b): Row dominated matrix.

(a) Power spectrum for row 6, column 7, (b) Power spectrum for row 5, column 30,

Figure 7.6 Power spectrum for 2 detectors from same TOD as Figure 7.5. Scan syn-
chronous signal and multi-common modes were removed before hand. Left: Detector
in row 6, column 7. Right: Detector in row 5, column 30.
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30 minutes. You can see how the pattern of the correlation is not stationary and

changes in the time scale of minutes. Such a signal can only be produced by fast

spikes that contaminate the multiplexor such that it more or less synchronizes with

the reading of certain rows versus others. Also, the correlated signal was found to be

broadband, mainly distributed between 50 Hz and 150 Hz, which is another signature

of fast spikes being aliased in. We were able to determine that these correlations were

produced by electromagnetic pickup from contamination coming from the switching

power supplies that were used to power the MCEs4. In late December 2008 the system

was tested using linear power supplies, and the row correlated signal disappeared, as

can be seen in Figure 7.8. This is great news for season 2009, but for seasons 2007

and 2008 we must design filters to reduce this kind of correlated signals.

Although these kinds of correlated signals may look intimidating in the TOD, one

must keep in mind that we expect them to be less correlated in map-space, where

their time dependence will mix out. Also, the offending signals will change between

observations of the sky done at different occasions, so they will be naturally damped.

In the limit that they are completely uncorrelated in map-space, they can behave in

the same way as the uncorrelated noise, falling as the square root of the integration

time. More on this will be discussed in Chapter 8.

7.4.1 Decorrelation Tools for Electronic Noise

We have seen that the electronic noise, or at least part of it, appears correlated in rows

or columns. This means that the common mode described for atmosphere removal is

insensitive to these signals5. There are two main approaches to identify these system-

atic modes from the data: one is to use the live detectors, called “live decorrelations”;

and the other is using the dark detectors, called “dark decorrelations”.

Live Decorrelations

A way to isolate and identify the correlated modes is to use a prior in the SVD

analysis similar to the one used in the multi-common mode, but this time optimized

for features that are repeated in rows or columns. The idea is, for example for row

correlations, first to obtain the common mode of each row, producing 32 initial modes,

4This was a concern throughout the testing, though it was not apparent in tests at UBC, Princeton
and Penn. It only became evident in the much quieter environment in Chile.

5Some pickup lines are correlated in the whole array, so can be removed with the common mode
or multi-common mode. This analysis was done after removing the multi-common mode, so those
lines are gone already.
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(a) (b)

(c)

Figure 7.7 Row dominated correlation matrices for 3 TODs taken in the same night
every 30 minutes from each other. The different patterns indicate that the row cor-
related noise evolves in time.
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Figure 7.8 Row dominated correlation matrix for TOD obtained using linear power
supply for the MCEs. The row correlated patters are basically gone.

and then to apply the SVD to those 32 modes to select the more significant modes

within them. The way to determine the best number of modes to select is still unclear,

as for the multi-common mode, but we have seen that four modes can remove most

of the correlated signal. We call these methods “row decorrelation” and “column

decorrelation” when a row or column prior are applied, and just “SVD decorrelation”

when no prior is applied at all.

Figures 7.9 and 7.10 show the correlation between the four correlated modes with

highest singular value and the whole array, for row correlation and column correla-

tion priors respectively, after removing the multi-common mode and the synchronous

pickup from the data. There we can see that the prior on the SVD works well isolating

the row from the column correlations. In general, the row correlations are stronger

and distributed across the whole array, while the column correlations are more iso-

lated to a few columns. This last statement implies that the phase of whatever signal

is being coupled in columns is not repeated in a systematic way in the other columns,

and more modes are needed to remove every single pickup line6.

Dark Decorrelations

The previous analysis was done using linear combinations of live detectors, which

may in principle bias our signal. Given that the electronic noise is picked up in the

6In the end it may not be worth removing all those modes as the pickup lines may have a small
final effect in the maps.
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(a) (b) (c) (d)

Figure 7.9 Correlation between the four main row correlated modes from live detectors
with every live detector in the array. (a): Main mode. (b): Second mode. (c): Third
mode. (d): Fourth mode.

(a) (b) (c) (d)

Figure 7.10 Correlation between the four main column correlated modes from live
detectors with every live detector in the array. (a): Main mode. (b): Second mode.
(c): Third mode. (d): Fourth mode.
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readout circuit, it is also present in the dark detectors, meaning that we can use them

to identify the correlated modes. As the dark detectors are not coupled to the sky,

this method does not bias the celestial signal.

In Chapter 4 we defined as dark detectors the union of those channels with actually

no TES detector coupled to them, which we may call “original” dark detectors, and

the set of defective detectors that were not coupled to light but shared a working

readout circuit, which we may call “unintended” dark detectors. As all the original

dark detectors belong to row 32, we can only sample other rows with the few, randomly

distributed, unintended dark detectors.

If the dark detectors form a good sample of the rows and columns of the array, we

can use the same prior presented before, and let the SVD select the more significant

modes. In practice, given that the dark detectors normally do not sample the array

very well, we just apply the SVD to all the dark detectors without using a prior7. We

call the modes found this way “dark modes”.

(a) (b) (c) (d)

Figure 7.11 Correlation between the four main correlated modes from dark detectors
with every live detector in the array. (a): Main mode. (b): Second mode. (c): Third
mode. (d): Fourth mode.

Figure 7.11 shows the correlation between the four main dark modes and the live

detectors in the array. We can see how they are mostly correlated to the rows, as the

column correlations are weaker.

7One small consideration here is that the dark detectors are also affected by the slow thermal
drift of the cryostat, so that needs to be removed from them first, restricting this method to high
frequency noise (f > 0.05 Hz).
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Performance Comparison

We can compare the performance of the four methods, namely dark, row, column and

SVD decorrelations, by analyzing the correlation matrices and quality factors after

applying them to the data. In all cases we removed the multi-common mode first.

The number of modes removed in each case were 12, 8, 8 and 12 for the Dark, Row,

Column and SVD decorrelations respectively.

Figure 7.12 compares the effect of applying each of the previous decorrelation

methods as seen in the correlation matrix. Out of an initial quality factor after

multi-common mode removal of 0.081, the quality factors after the decorrelation were

0.015, 0.014, 0.078 and 0.010 for the dark, row, column and SVD decorrelation meth-

ods respectively. In the same way the typical sensitivity, calculated between 5 and

20Hz, was reduced to 869, 848, 965 and 839µK
√

s respectively, implying a significant

noise reduction compared to the 1000µK
√

s measured after removing only the multi-

common mode and the synchronous pickup. From all, the SVD method using live

detectors is the one that removes more signal. The row and column methods prove to

be very specific, as one can see significant column correlations in the former and row

correlations in the latter. Finally the dark decorrelation method does a significant

job reducing both row and column correlations, although it is not as effective as the

live methods.

Figure 7.14 show the power spectrum of row 5, column 30 after applying all these

decorrelation methods. Notice the strong line at 100Hz: it is completely removed after

the column decorrelation, but it is still there after the row decorrelation, showing how

this narrow-band signal correlates in columns, probably being picked up somewhere

in the readout lines. Also notice the small decrease in low frequency noise seen for the

column decorrelation, which is attributed to thermal drift noise that was not removed

by the multi-common mode.

In conclusion, the dark decorrelation has the big advantage that it will not bias

our science signal, but it is not as powerful as performing a full SVD decorrelation

using live detectors. Even though there are non-linear methods to recover the sky

signal lost with the mode removal, as will be discussed in Chapter 8, extreme care

must be taken for removing modes that can be correlated with the sky signal. At the

time of this writing, there is still not enough evidence to say how much good or bad

is done by any of these methods in the final maps. However, the baseline for current

map processing is to remove the dark correlated modes.
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(a) Dark decorrelation, column dominated (b) Row decorrelation, column dominated

(c) Column decorrelation, column dominated (d) SVD decorrelation, column dominated

Figure 7.12 Column dominated correlation matrices after applying four decorrelation
methods. (a): Dark decorrelation (12 modes), std = 81, Q = 0.015. (b): Row decorre-
lation from live detectors (8 modes), std = 80, Q = 0.014. (c): Column decorrelation
from live detectors (8 modes), std = 84, Q = 0.078. (d): SVD decorrelation from
live detectors (12 modes), std = 80, Q = 0.010. The column correlations are strongly
represented by the yellowish squares in the anti-diagonal of the matrix. Notice that
the column decorrelation and the SVD decorrelation are the best methods to remove
these kind of correlations.
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(a) Dark decorrelation, row dominated (b) Row decorrelation, row dominated

(c) Column decorrelation, row dominated (d) SVD decorrelation, row dominated

Figure 7.13 Row dominated correlation matrices after applying four decorrelation
methods. (a): Dark decorrelation (12 modes), std = 81, Q = 0.015. (b): Row decor-
relation from live detectors (8 modes), std = 80, Q = 0.014. (c): Column decorrelation
from live detectors (8 modes), std = 84, Q = 0.078. (d): SVD decorrelation from
live detectors (12 modes), std = 80, Q = 0.010. The row correlations are strongly
represented by off-center anti-diagonal structure in the matrix. Notice that dark
decorrelations, row decorrelations and SVD decorrelations are all efficient reducing
this effect, while the column decorrelation have almost no effect.
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(a) Dark decorrelation, AR1 r5c30 (b) Row decorrelation, AR1 r5c30

(c) Column decorrelation, AR1 r5c30 (d) SVD decorrelation, AR1 r5c30

Figure 7.14 Power spectrum for row 5, column 30 after applying four decorrelation
methods. Top left: Dark decorrelation (12 modes). Top right: Row decorrelation
(8 modes). Bottom left: Column decorrelation (8 modes). Bottom right: SVD
decorrelation (12 modes).
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7.5 Thermal Drift

The signal is also susceptible to temperature changes in the cryostat. In particular, the

slow drift seen in the dark detectors, and in the live detectors for tests done with the

optical window covered, has been seen to be well correlated with the temperature drift

of the 3K stage cold plate, which cools down the 3K lenses and the series array stage of

the readout circuit. Given that this drift is also associated with the dark detectors, we

conclude that the coupling occurs in the series array stage, due to an operating point

offset produced by the change in temperature8. This is the second strongest signal

after the atmosphere drift, and can become predominant under excellent atmospheric

conditions. Figure 7.15 shows a side-by-side comparison between the common mode

of the dark detectors (solid lines) with the series array temperature (dashed lines),

showing evidence of this effect.

Figure 7.15 Thermal drift comparison in arbitrary units. Solid lines: blue, green and
red are the dark detector common mode for arrays 148GHz, 218GHz and 277GHz re-
spectively. Dashed lines: blue, green and red are the series array temperature for
arrays 148GHz, 218GHz and 277GHz respectively.

Given that this temperature drift is common to all detectors, only small differ-

ences between series array responses to temperature can produce differences between

columns across the array. In general this signal will appear as a slow common mode of

the whole array. Figure 7.16 shows the correlation between the common mode of the

8The change in temperature produces a change in gain and an offset in the series array response,
but the gain change is compensated by the PI loop that controls the operation of the detectors. The
offset instead changes the operating point of the whole SQUID readout system, but not the detector
operating point, so we do not expect a change in responsivity due to this effect.
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dark detectors and the rest of the array before and after removing the multi-common

mode. One can see that the signal is even across the array, and goes away almost

completely when the multi-common mode is removed.

(a) Raw data (b) Data after removing the multi-common mode

Figure 7.16 Correlation between the common mode of the dark detectors (dominated
by the thermal drift) and the rest of the array for 148GHz in a typical observation. (a):
correlation to raw data. (b): correlation to data after removing the multi-common
mode.

Comparing the amplitude of the dark detector drift in DAC, which can be roughly

converted to CMB temperature as 1 µK ∼ 3.4 DAC, to the temperature drift of

the series array, we notice that, for every milli Kelvin change in the series array

temperature, the signal changes by ∼ 4.5 mK. The 3K temperature, in a normal

night, drifts down nearly 250mK during the first 10 h of observation, and then goes

up again nearly 150mK during the last 2 h of observations. This corresponds to

850mK of CMB temperature in the night and around 85mK in a single 15min data

file.

Given that the drift is very slow, and that it is easy to identify from the dark

detector common mode, this signal is easy to remove from the final maps, and if any

contamination is left, it will affect CMB scales much larger than the ones in which

we are interested.
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7.6 Mechanical Vibrations

Another mechanism that can produce significant signal contamination are mechanical

vibrations of the detector coupling layer. This was an unexpected effect from the

telescope design which only became evident in season 2008 with the inclusion of the

218GHz and 277GHz bands. To increase the absorption efficiency of the detectors,

an impedance matching coupling layer, made of silicon, was installed less than a

millimeter away from them. Small vibrations of the layer, effectively changing its

distance from the detectors, can produce a variable optical signal, contaminating the

sky signal.

Figure 7.17 shows waterfall plots9 for the three arrays in a low PWV night

(0.12mm). The referred signal is seen as multiple lines in the power spectrum. The

effect is stronger for 277GHz, than 218GHz, than 148GHz, and also stronger near

the center of the array, as can be seen in Figure 7.17. To quantify the strength of

the signal, we took the power spectrum between 10 and 200Hz, and, assuming that

it should be roughly white, we measured the standard deviation of the power spec-

trum from the white level. The results for 277GHz are shown in Figure 7.18. These

facts, together with the fact that the signal is mostly in phase across the whole array,

suggest that what we see is the main oscillating mode of the coupling layer, which

corresponds to the center of the surface area moving up and down10. The effect is

stronger for 277GHz because the coupling layer is thinner, and so more flexible, and

the shorter wavelength makes the distance a more critical variable.

We can distinguish two kinds of lines: the first kind is related to the scan turnaround

acceleration and appears as several narrow lines centered at all the harmonics of the

scan frequency. Both even and odd multiples of the scan frequency are present, which

can be the case if the response to the turnaround in one direction is different from

the other. Figure 7.19 shows the effect in time-space for a detector at 277GHz where

the signal was particularly strong. One can see that the effect is narrow and centered

at every turnaround, with opposite signs for turns in opposite directions. This makes

us suspect that opposite accelerations can move the coupling layer farther or closer

to the detectors11.

9A frequency-space waterfall plot is a 2D plot that shows the power spectrum of all TODs in
the array at the same time. Every horizontal line is the power spectrum of a single detector TOD,
such that all detectors are stacked next to each other along the Y axis, and the X axis indicates
frequency. The color gives the amplitude for each power spectrum.

10The oscillation frequency of the main mode of the coupling layer is expected to be much higher
than any of the frequencies discussed here, given the stiffness of the material. Still, we can expect
to see the effect of this motion at every turnaround.

11This change in sign is what makes odd harmonics stronger than even harmonics for such narrow
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(a) 148 GHz (b) 218GHz

(c) 277GHz

Figure 7.17 Frequency-space waterfall plots for TODs obtained simultaneously in
the three bands, calibrated to pW, for nominal scanning conditions (fscan = 0.1 Hz)
in November 20, 2008. (a) Waterfall for 148GHz. (b) Waterfall for 218GHz. (c)
Waterfall for 277GHz. Most of the low frequency lines are scan harmonics. The
resonant lines above 5Hz are not associated with natural frequencies of the coupling
layers, as their frequencies are basically the same in all three arrays and each one has
a coupling layer of different thickness. When zoomed in, they appear populated by
scan harmonics, suggesting that they are excited by the scan.
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Figure 7.18 Vibration quality factor for AR2 in arbitrary units distributed across the
array. Red indicates more signal and blue less signal.

Figure 7.19 Coupling layer effect for 277GHz, contrasted with the scan. The detector
TOD (blue) has been low-pass filtered at 2Hz for clarity. The scan azimuth (green)
was over-plotted in arbitrary units. The displayed detector TOD was chosen because
the coupling layer effect was particularly strong on it, so it represents an upper limit
to the magnitude of the effect. Having said this, the equivalent CMB temperature
for 0.006 pW for AR3 is ∼ 160 mK, which is very significant.
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The second kind of effect appears as a few broader lines at higher frequencies,

normally surrounded by more scan harmonic lines. We call them “resonant lines”.

Figure 7.20 shows the waterfall plot for a TOD for AR3 obtained while staring at

the sky (no scan). One can see that the scan harmonics are gone, but the broader

resonant lines are still there, probably excited by other sources of mechanical vibration

different from the turnaround acceleration, like the elevation motor12. It is interesting

that the central frequency of these lines, centered roughly at 26.3Hz, 27.7Hz, 27.9Hz,

42.5Hz, 85.0Hz, 119Hz and 161Hz, is the same for all three arrays, meaning that

they probably correspond to natural frequencies of the macroscopic elements of the

cryostat or even of the whole telescope.

Figure 7.20 Frequency-space waterfall plot for stare data in 277GHz.

Because these vibrations are driven by the turnaround acceleration, we had to

change our scan strategy to reduce them, which was done in October 10, 2008. At

the end of season 2008, the coupling layer of AR2 and AR3 was removed, but it was

kept in AR1 because the offending signal was small and the hit in the sensitivity would

responses.
12Obtaining the power spectrum of the elevation angle does not reveal a direct relation with

the observed resonant frequency. Still, vibrations of the motor can excite other resonances on the
structure that are not measured by the elevation encoders.
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have been large. Preliminary tests done in 2009 show that this effect is completely

gone after the coupling layers were removed.

7.6.1 Mechanical Vibration Signal Removal

This signal is strong enough that it can produce effects in the maps, especially for

218GHz and 277GHz. Fortunately, the signal appears in phase for the most part,

allowing us to remove it using mode removal techniques. Here we will analyze the

result of removing two distinct sets of correlated modes from the data: the multi-

common mode, which was described before for atmosphere removal, and a hybrid

mode obtained by combining the common mode plus four column-correlated modes.

For this latter one we first de-project the common mode and then find the column-

correlated modes following the procedure described in section 7.4.1, which turn out

to be orthogonal to the common mode.

Figure 7.21 shows the frequency-space waterfall plots for the same TOD shown

in Figure 7.17c, after removing these two sets of modes. We can see that the result

obtained by removing the hybrid mode set is better than that from removing the

multi-common mode, although the latter also removed most of the offending signal.

The improvement of using the hybrid mode set is that it only requires removing

5 modes from the data, while the multi-common mode removed 8 with a poorer

performance. This is evidence again of the importance of using optimized modes by

establishing the appropriate priors to the SVD.

The strong residual line at 0.25Hz is due to thermal instability of the thermal

bath, and will be discussed in the next section. Notice that it is relatively insensitive

to the common mode removal, a fact that is not a serious problem as its frequency is

below our signal band.

In Chapter 8 we will analyze the effect of this contamination when projected to

map space.

7.7 Thermal Oscillations

The operating temperature of the detectors is actively controlled to be stable within

a few millikelvin. Despite this, small oscillations of the detector bath temperature

can generate signals that are manifest in the data. An important source of these

oscillations is the mechanical vibrations generated at every turnaround. Figures 7.22a,

7.22c and 7.22d show a comparison between the signal power spectrum of the same
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(a) Multi-common mode

(b) Common mode + 4 column modes

Figure 7.21 Frequency-space waterfall plots for the same TOD of AR3 shown in Figure
7.17c after removing different sets of modes. (a) After multi-common mode removal.
(b) After common mode + 4 column correlated modes.
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data files shown in Figure 7.17 (red) and the power spectrum of the respective bath

temperatures (blue). A single signal power spectrum was obtained by averaging the

power spectrum of all live detectors within the data file13. Considering that the scan

frequency for this observation was 97.7mHz, the observed spectral lines in AR1 and

AR2 are mostly harmonics of the scan. Compared to the signal power spectrum,

we can see a clear correlation between harmonic lines, especially at low frequencies.

At higher frequencies the correlation is not so clear, as the temperature spectral

lines become weaker than the bath temperature signal noise. For AR3 instead, no

harmonic lines can be seen in the bath temperature power spectrum, or at least

they do not rise above the noise, but the signal is dominated by a strong hump at

0.25Hz which also appears in the TOD power spectrum. This hump is also visible

in Figure 7.17c, and corresponds to the residual hump after mode removal discussed

before for Figure 7.21. It is possible that the hump was due to a poor tuning of

the PI control loop that controls the bath temperature in AR3, but unfortunately

that control loop became unusable after opening MBAC in January 2009, so it is not

possible to fix it now. On the other hand, the strong harmonic lines seen in the AR3

TOD are apparently related to the coupling layer effect, which is the dominant effect.

In this sense, the effect of the temperature oscillations adds up to the effect of the

coupling layer. For example, Figure 7.22b shows the case of a TOD in AR1 where

the bath temperature harmonic lines are weak, and no harmonic lines can be seen

in the TOD power spectrum, except for the main frequency harmonic related to the

magnetic pickup. This suggests that in AR1, where the coupling layer effect is less

intense, the bath temperature oscillations are the dominant effect at low frequencies.

Figure 7.23 shows the average PSD taken from nearly 1500 data files from season

2008 for all three arrays. The averaging reduces the noise in the PSD, leaving behind a

clear picture of the spectral lines that are common within most of them. The spectral

lines are clearly stronger in AR1 and AR2, and go out in frequency all the way up

to nearly 20Hz, although the figure only shows frequencies up to 1Hz14. In AR1 one

can see both even and odd multiples of the scan frequency, but also multiples of half

the scan frequency, as if some phenomenon were happening every two scan periods

instead of one. Moreover, those “half harmonics” are stronger in AR2, and become

dominant after the second or third scan harmonic. Until now we do not have enough

information to explain these half harmonics, but it is possible that they are related

13The averaging corresponds to summing down all the rows in the waterfall plot and dividing by
the number of rows.

14Given the physical properties of the thermometers, signals above 10Hz should be highly damped.
This may suggest that, at least at high frequencies, harmonics can be related to an electronic effect.
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(a) Data from November 20: 148 GHz (b) Data from October 27: 148 GHz

(c) Data from November 20: 218 GHz (d) Data from November 20: 277 GHz

Figure 7.22 Comparison between the average signal power spectrum of data from
November 20, 2008, (red) and the bath temperature power spectrum for the same
files (blue). No preprocessing was done except for the usual mean and trend removal.
Subfigures (a), (c) and (d) show data from November 20, 2008, the same data files
shown in Figure 7.17, for 148GHz, 218GHz and 277GHz respectively. (b) Shows
148GHz data from October 27, 2008, a night in which the effect was much weaker in
AR1.
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to some other resonance in the system. The hump at 0.25Hz in AR3 becomes very

clear after averaging, and another smaller hump becomes visible at 0.53Hz. The scan

harmonic lines are smaller compared to AR1 and AR2, but they also go out to higher

frequencies and half harmonics also become important at higher frequencies. The

fact that the harmonics are smaller in AR3 suggest that they can be related to the

PI loop parameters, and that it could be possible to reduce them from the hardware.

(a) 148 GHz (b) 218GHz

(c) 277GHz

Figure 7.23 Detector bath temperature PSD averaged from nearly 1500 data files
from season 2008 for all three arrays. (a) 148GHz. (b) 218GHz. (c) 277GHz.
The displayed frequency range was chosen to give a detail at low frequencies (below
1Hz), but it is important to mention that the harmonic spectral lines continue up to
frequencies of the order of 20Hz.

Harmonic spectral lines below 1Hz do not constitute a big problem for our science

goals, as they mostly affect larger angular scales than the ones of interest. On the

other hand, as will be discussed later in Chapter 8, high-frequency lines can be highly
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damped when projected to map-space, meaning that their features will be much

weaker than in TOD space. Moreover, it is not clear that the high-frequency spectral

lines from the bath temperature (> 5 Hz) are correlated with significant spectral lines

in the TODs, which seem to be more strongly related to coupling layer effects. Finally,

most of these harmonic lines, not including the AR3 hump, are highly correlated

between detectors, and can be significantly removed using mode removal techniques.

In conclusion, the temperature oscillations do not appear as a harmful contaminant,

but still they need to be considered carefully, as they have the potential to produce

systematic features in the maps.



Chapter 8

Map-making

8.1 Introduction

The map-making step consists in finding the best sky map solution out of the data.

This means applying all our knowledge of the data, including noise properties, sys-

tematics, pointing, calibration and beams, to produce a sky map that is the most

likely representation of the true sky signal. During the observing season, multiple

detectors have sampled many times the whole observing area, so that every point on

the sky, represented in the map as a single pixel, has been seen by different detec-

tors in different occasions scattered in time. The raw data, stored as TODs, needs

to be combined with the pointing information to determine the correspondence be-

tween TOD elements and pixels in the map. A projection matrix, generated with the

pointing information, transforms a TOD into map-space, such that

p = MT d, (8.1)

where d is the ndata long TOD vector formed by the concatenation of the data from

all detectors, M is the ndata×npix projection matrix and p is the npix long projection

of the TOD to map-space. As more than one data sample may fall on a pixel in the

map, p represents the integrated signal in every pixel. To estimate the value of the

sky in that pixel, we can obtain an average (or weighted average) of all the samples

that fall on it, essentially reducing the uncorrelated noise by a factor of
√

Ns, where

Ns is the number of samples on that pixel1. We can create a weight map formed by

the number of counts per pixel in the map. This is important for understanding the

1Notice that MT M = W, where W is a diagonal matrix with the sample weights, or the number
of hits, of every pixel

140
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distribution of the noise in the map, characterized by areas with different integration

time (sample weight). On the other hand, given that the noise conditions of every

data sample are not the same, an appropriate weighting of the data samples on every

pixel will lead us to minimize the error in the map. There are several ways to do this,

but we will use the Preconditioned Conjugate Gradient (PCG) method, as described

in this chapter. When this is done, we no longer call this a projection but we call it

a map “solution”, as we are basically solving for the model of a sky that is constant

in time for every pixel in the map.

Together with the projection-solution of the sky map, we can use our knowledge

of the different systematic signals present in the TODs to try to project them out of

the signal, cleaning them from the map. The main method for doing this was already

described in Chapters 5 and 7, but here we will extend it to the map making process.

This filtering process must be taken with extreme care as it can introduce biasing to

the map solution if not done properly.

The intention of this chapter is to understand how different properties of the TOD,

as well as manipulations done during the data-reduction process, affect the results

in map-space. Although the final map solutions can only be obtained after intense

computer work, which is beyond the scope of this thesis, and is currently the subject

of intense research and development, we can address basic properties of the map-space

effects by performing simple tests on a smaller scale, which will help to generate the

insight that will eventually allow us to understand the full map results.

8.2 Map Solution

The basic idea behind the map solution is that, given that the sky signal is constant

in every pixel of the map, we need to find the best way to combine all the samples

that fall on that pixel to minimize the error in the estimated value. We can model

our data as the sum of the signal from the sky, related to the TOD by a projection

matrix, and uncorrelated noise n, such that Equation 8.1 can be written as

d = Mx + n. (8.2)

The least square solution is obtained by maximizing the likelihood

L(x|d) =
1√

det(N)
exp

(
−1

2
(d−Mx)T N−1 (d−Mx)

)
, (8.3)
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where N = nnT is the noise covariance matrix. It can be shown that the maximum

likelihood is obtained when

MTN−1Mx = MTN−1d. (8.4)

This is called the mapping equation. Unfortunately, the huge dimensions of the

matrices involved makes it impractical to solve this by direct inversion of the matrix

MTN−1M. The Preconditioned Conjugate Gradient (PCG) method gives an iterative

way to do it, the solution of which can be accelerated by adding a pre-conditioner

matrix such that

PMTN−1Mx = PMTN−1d, (8.5)

where P must be selected to make PMTN−1M be nearly the identity matrix. A

naive pre-conditioner will then be the inverse of the weight matrix, W = MTM.

The correct selection of the pre-conditioner and the knowledge of the noise are

essential to obtain the best map solution in a reasonable number of iterations.

8.3 Mode Removal and Map-making

Unfortunately, the raw signal is not only composed of the sky signal and uncorrelated

noise. It also contains other strong correlated signals (correlated noise), which com-

pletely dominate over the sky signal in TOD space, as discussed in Chapter 7. The

major problem with the correlated noise is that it can potentially imprint features in

the maps that will not decay as
√

Ns, affecting out scientific goals.

For this reason, we would like to incorporate the mode removal techniques dis-

cussed in Chapters 5 and 7 to try to clean the sky signal as much as possible during

the map-making step.

8.3.1 Mode Removal Effects in Map-Space

Before trying to solve the sky map with mode removal, we want to understand the

effect on the projected map of removing a mode from the TOD.

Let us consider a mode formed by a linear combination of live detectors as given

by Equation 5.25. For simplification, let us also assume that:

• Every detector is always sampling a different pixel in the map.

• Contiguous detectors in the detector array are always pointing at two contiguous

pixels in the map.
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• Every pixel in the map is sampled by every detector in the array.

• The TOD is formed by a pure sky signal, constant in time.

The first two assumptions put constraints on the pixelization of the map and on the

relative pointing of detectors, and the third assumption puts constraints on the scan

strategy.

Under these assumptions, for every sample in time, the array is pointing to a

certain patch of the map which has the same shape of the array. When a mode

is removed, a linear combination of all the other pixels in the patch is subtracted

from every pixel, weighted by a specific fit coefficient, given by Equation 5.26. When

projected to map-space, the normalized linear combination can be represented by

a kernel Kx,y = {v̂}proj, while the weight coefficients are given by another kernel

Wx,y = {v̂TATAw−2}proj, where {}proj means projection of the detector array to

map-space. The mode removal in map-space can then be written as

Ŝx0,y0 = Sx0,y0 −
∑
m,l

∑
p,q

Km,lWp,qSx0−p+m,y0−q+l (8.6a)

= Sx0,y0 −
∑
p,q

Sx0−p,y0−q

∑
m,l

K ′
m,lWp−m,q−l (8.6b)

= {(δ −K ′ ∗W ) ∗ S}x0,y0 (8.6c)

where K ′
x,y = K−x,−y, and to avoid shifting we define K and W centered at the

origin. Thus, we have shown then that the effect of removing a mode from the TOD is

equivalent to filtering the map by convolving it with an effective filter F = δ−K ′ ∗W

under the previous assumptions. For the specific case of the common mode, both

kernels can be approximated by flat rectangles in map-space of the size of the array

projected to the sky, so their convolution will be similar to pyramid. In this case, we

can say that the mode removal acts like a high-pass filter affecting lengths of up to

twice the size of the array projected on the sky.

An important question to make is whether the map solution obtained after re-

moving a given mode is biased or not. Bias is defined as the difference between the

estimator x̃ and the parameter x. An estimator is said to be unbiased if its bias

is equal to zero for all values of the parameter x. This means that, if the parame-

ter of interest is the celestial signal, any operation done produce the estimator that

removes power from the signal will bias the result. We have shown that removing

modes formed by linear combinations of live detectors will act like filters in map-
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space, removing power, and so biasing the results2. Below in this chapter we will

discuss methods to unbias the maps.

8.3.2 Stiff Mode Removal

Let us consider that our signal is composed by the sum of the sky signal, the correlated

modes and the uncorrelated noise, then

d = Mx + ma + n, (8.7)

where the matrix m contains all the correlated modes and a are the fit coefficients

of those modes to every detector TOD. If we assume that the correlated modes are

uncorrelated with the sky signal, the best estimation for those coefficients is a = mT d.

Plugging this into Equation 8.7, we can find

d′ = (I−mmT )d = Mx + n, (8.8)

so the map solution equation becomes

PMTN−1Mx = PMTN−1(I−mmT )d. (8.9)

Notice that the mode removal term only appears on the right hand side of the equa-

tion. This means that the conflicting modes are completely removed from the data

without any attempt to recover any signal from them.

8.3.3 Naive Mode Removal

A naive way to try to recover the modes from the map solution is to obtain the fit

coefficients a from the data minus the estimated map, such that

(I−mmT )(d−Mx) = n. (8.10)

When this is plugged into the likelihood minimization, the map solution becomes

PMT Ñ−1Mx = PMT Ñ−1d, (8.11)

2This statement is only important if the sky modes that were filtered are within our modes of
interest. In other words, if they correspond to scales larger than the scales of interest, then filtering
them does not constitute a problem. Also, if the referred modes are badly defined, meaning that we
do not have enough information to quantify them, then de-weighting them from the map may be
the right thing to do.
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where

Ñ−1 = (I−mmT )N−1(I−mmT ), (8.12)

so now the mode removal is incorporated as part of the inverse noise term, effectively

de-weighting the modes such that they are not considered in the map solution. In

the case that those modes are correlated with the sky signal, then the resulting map

will still be biased because part of the power, which was removed in the modes, will

never be recovered.

8.3.4 Proper Mode Removal

The proper way of solving this problem is to solve for the coefficients a together with

solving for the map x. Expressing the whole model in matrix from, we get

d =
[

M m
] [

x

a

]
+ n = M̃x̃ + n. (8.13)

The solution for this system is the same as the one given by Equation 8.5 after

replacing the projection matrix and map solution by their extended forms, M̃ and x̃.

The maximum likelihood solution ensures that x̃ is an unbiased estimator of the

problem of projecting to the sky and to the set of correlated modes altogether, but

that does not mean that the solution x is an unbiased solution of the sky, as power

that appears correlated to both the sky and the modes can be indistinguishably “put”

in either part of the solution3. In general, the bias introduced by including the extra

correlated mode will depend on the level of degeneracy between the mode m and the

sky signal, and the degeneracy can only be broken if the modes are orthogonal to the

sky signal.

Separating our problem between the map and the modes, we get

PMTN−1Mx + PMTN−1ma = PMTN−1d (8.14a)

PmTN−1Mx + PmTN−1ma = PmTN−1d. (8.14b)

We can notice that the two solutions are coupled through the cross terms MTN−1m

and transpose. If the modes are uncorrelated to the sky signal, then the modes would

3In this sense, if the correlated modes used in the equation were known to exactly represent the
offending signal, then any correlation between de modes and the sky signal can be seen as if that
particular mode in the sky had infinite noise. In this case, that mode should be highly de-weighted
from the solution, as it is by this method. The problem arises when the correlated modes do not
exactly represent the offending signal, but instead contain part of the sky signal in them.
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be orthogonal to the sky projection matrix and those terms would be zero. Now we

can go half way through and solve for one variable in terms of the other, obtaining

x =
(
MTN−1M

)−1
MTN−1 (d−ma) (8.15a)

a =
(
mTN−1m

)−1
mTN−1 (d−Mx) . (8.15b)

Solving for both variables x and a we obtain two independent PCG problems:

PMTN−1
(
I−m

(
mTN−1m

)−1
mTN−1

)
Mx =

PMTN−1
(
I−m

(
mTN−1m

)−1
mTN−1

)
d (8.16a)

PmTN−1
(
I−M

(
MTN−1M

)−1
MTN−1

)
ma =

PmTN−1
(
I−M

(
MTN−1M

)−1
MTN−1

)
d. (8.16b)

The main problem with this solution is that the terms
(
MTN−1M

)−1
in the first

equation and
(
mTN−1m

)−1
in the second, cannot be directly solved given their huge

dimensions. This means that this problem must be solved iteratively by alternatively

solving equations 8.15a and 8.15b and using appropriate initial conditions for x and

a.

This solution can be extended to any kind of secondary model by replacing m and

a by another model or adding new models to fit. This would be the case for solving a

frozen sheet model for the atmosphere, in which case a term By needs to be added,

where B is a projection matrix to the frozen sheet dependent on the atmosphere

velocity, and y is the atmosphere sheet solution. Again the system will be degenerate

in the case that the cross term with the sky projection matrix is non-zero.

8.4 Pre-processing Effects in Map-space

There are a few basic steps that need to be done before analyzing the data. These

steps are not mandatory, but they have become a standard in the context of the

pipeline, so that they have often been omitted in the description of processing al-

gorithms. In this document, unless stated directly, every process begins with these

steps. These steps are: removing the TOD mean, removing the TOD trend and ap-

plying the de-Butterworth filter. Here we will go through these steps and see their

effects in map-space.
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8.4.1 Mean Removal

The detectors in MBAC are not absolute probes of the optical signal, but instead

they measure changes in light intensity in time. This means that the DC level of

the signal from every detector is set to an arbitrary value during the biasing step,

and contains no information about the sky. Moreover, the raw data from different

detectors are centered at different DC levels such that they cannot be compared to

each other unless after applying some kind of leveling process. The most sensible way

of doing this is to subtract the mean from every detector4.

Although it is hard to think of a better way of doing this, removing the mean

does produce a bias in the maps which will manifest mainly at scales of the file unit

projection in the sky (roughly a 2.5◦ by 5◦ patch), and it is due to CMB fluctuations

at scales greater than the scan area. Figure 8.1 show the effect of removing the

mean from a synthetic TOD made of simulated CMB signal only and projecting it

to map-space (all detectors). On the left you can see a roughly 10µK differential

error in the mean across the scan area, while the level of the whole patch is off by

roughly 35µK from its real value. As the detector contribution is averaged down

in areas well sampled by the whole array, the differential error is noticeable only at

the edges of the scan. On the other hand, the overall error will become noticeable

when combining many observations of the same area of the sky, especially on the

edges between patches. These errors will be averaged down as more observations are

included.

A less obvious effect is the formation of stripes along the scan direction, as can be

seen in the lower plot. These stripes are produced due to differential errors between

detectors sampling different stripes of the sky. This is a smaller effect, reaching

roughly 2µK peak to peak.

In real data, the error in the mean can be magnified by any signal having a different

mean value in different detectors, so this is a lower bound to this effect.

8.4.2 Trend Removal

Given the slow drift caused by the atmosphere or the thermal drift, the beginning

and ending of a 15min TOD are normally not at the same level. This can be a

problem when applying frequency-space filters, or even for calculating the TOD power

spectrum, as the fast Fourier transform (FFT) assumes that the signal is periodic.

To avoid the negative effects that this can produce, we level the edges of the TOD

4The mean is calculated averaging all samples in the TOD of every detector in a given file unit.
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(a) Large scale effect.

(b) Small scale effect.

Figure 8.1 Effects of removing the mean in the CMB signal from simulated data.
The plots show the difference between the original data and the data projected after
removing the mean of the TOD. All detectors were projected. The scales are in µK.
(a): Large scale effect across the scan patch. (b): Small scale effect producing stripes
along the scan direction (scale values from 32 to 36µK).
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by removing a line (1st order term of a linear fit) joining the edges and zero mean,

to make it independent of the mean removal. We call this “detrending” the TOD.

Figure 8.2 shows a CMB only TOD projected to map-space after removing the

mean and the trend. One can see in the left plot how removing the trend can cause a

gradient in the projected map of more than 140µK. The stripes along the scan direc-

tion are also stronger than in the mean removal only case, being roughly 5µK peak

to peak, as can be seen in the right plot.

Again, these effects will be probably stronger when real, noisy data, are considered,

because noise can add errors to the trend estimation. Fortunately, such errors are

significant only over large scales in the sky, much larger than the ones we target for

our science goals, but they can cause sharp edge effects that have power spectrum

components at the scales of interest.

These features will be averaged down when many 15min TOD files are combined

and their edges fall in different places of the map, but it is important to be aware of

them.

8.4.3 De-Butterwoth Filter

The de-Butterworth filter is another mandatory pre-processing step, needed to revert

the effect of the anti-aliasing Butterworth filter implemented in the MCE. Its effects

are only seen at high frequencies, above 100Hz, increasing the signal level and phase.

We name it here for completeness, but it does not have special effects in the maps,

other than increasing the high-frequency noise, which may be undesirable, implying

that we may even decide to stop using it for map-making purposes.

8.5 Map-space Effects of Correlated Noise

The uncorrelated noise can only add homogeneous noise in map-space. This is not

the case of correlated noise, where the contribution of different detectors can sum

up constructively generating features in the map. In this group we can also include

the effects of the atmosphere signal, which is also correlated, and whose effects in

map-space were already studied in Chapter 5.

8.5.1 Magnetic Pickup Effects

The magnetic pickup, or synchronous pickup, is basically restricted to the scan fre-

quency, translating to the scale of the scan in the maps. These are scales much larger
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(a) Large scale effect.

(b) Small scale effect.

Figure 8.2 Effects of removing the mean and the trend in the CMB signal from
simulated data. The plots show the difference between the original data and the data
projected after removing the mean and the trend of the TOD. All detectors were
projected. The scales are in µK. (a): Large scale effect across the scan patch. (b):
Small scale effect producing stripes along the scan direction (scale values are 60, 65
and 70µK).
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than the scales of scientific interest for this experiment, but it is still interesting to

see how it is seen in map-space. Figure 8.3 shows a straight projection of a TOD

to map-space with and without removing the synchronous pickup. In both cases the

multi-common mode, restricted to frequencies below the scan frequency, was removed

to reduce the atmosphere effect. We can see that the effect is distributed as a gradi-

ent over the whole length of the scan, without introducing sharp features, expect for

those expected between 15min TOD files, making this a negligible contamination for

our purposes.

Note that the striping in the projections is due to the pre-processing steps de-

scribed before, together with differential drifts occurring due to the residual atmo-

sphere signal.

8.5.2 Row-correlated Noise Effects

To see the effect of row-correlated noise in map-space we projected the same TOD

data file used to produce the correlation matrix shown in Figure 7.1. To remove

the effects of the atmosphere, we first removed the multi-common mode and then

projected the data before and after removing 6 row-correlated modes.

The result can be seen in Figure 8.4. There one can see that the row correlations

form striping in the direction orthogonal to the scan direction, with amplitudes of

order ∼ 1 mK peak to peak, and a period close to a tenth of a degree, which corre-

sponds to multipoles near ` ∼ 3600. These features will certainly be washed out when

many observations of the same area are combined, but if we consider a reasonable

number of 100 observations, as can be expected in a season, these features will still

be of order ∼ 100 µK peak to peak, comparable to the CMB at the scales of interest.

As can be seen here, the row-decorrelation method (using live detectors) does a

great job removing these features. The only proof that is missing before considering

the row-decorrelation a reliable method for map-making is to understand how much

it can bias the resulting CMB power spectrum. The dark-decorrelation removes row

correlations almost as well as the row-decorrelation, but without biasing the results,

which is why it is currently used for map making.

From the 2D power spectrum point of view, the strict directionality of these

features gives a handle on how to filter them in the post-processing stage, as it

is currently being implemented to obtain the first CMB power spectrum results.

Still, any post-processing method will cause some kind of biasing to the CMB power

spectrum, and it is an open question as to which method is best: filtering the modes
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(a) Without synchronous pickup removal

(b) With synchronous pickup removal

Figure 8.3 Straight projection to map-space of a TOD from 148 GHz from season
2008 with and without removing the synchronous pickup. The horizontal axis is right
ascension and the vertical axis is declination. The units of the scale bar are µK.
(a) TOD projection after removing the multi-common mode for frequencies below
the scan frequency. (b) TOD projection after removing the synchronous pickup and
multi-common mode for frequencies below the scan frequency. The effect is small for
season 2008.
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(a) Before row-correlation removal

(b) After row-correlation removal

Figure 8.4 Straight projection to map-space of a TOD, the same shown in Figure
7.1, with and without removing the row correlations. The atmosphere effects were
removed in both cases beforehand by removing the multi-common mode. The hori-
zontal axis is right ascension and the vertical axis is declination. The row correlations
are manifest as lines perpendicular to the scan direction. The lines in the scan direc-
tion are due to either mean or trend removal, or calibration errors. The units of the
scale bar are µK. (a) TOD projection before removing the row-correlations. The row
correlated lines are visible. (b) TOD projection after removing the row-correlations.
The row correlated lines are gone.
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in the post-processing stage, or implementing the row-correlation removal as part of

the map-making process.

8.5.3 Narrow-Banded Noise Effects

Some of the electromagnetic contamination and mechanical vibration contamination

appear as narrow-banded signals in the TOD power spectrum, generally in its high

frequency band (> 20 Hz). These signals are normally either column correlated or

even array-wide correlated. Given that every detector points to a slightly different

spot of the sky at a time, they are not equally correlated in map-space. Instead

they tend to produce constructive and destructive interference as a function of their

central frequency, pointing distance between detectors and scan-speed, making it

hard to estimate beforehand how a certain line will behave in frequency-space. To

give an example, we took one of the observed vibration resonant frequencies, 43Hz,

and constructed a synthetic TOD file where all detector TOD are sinusoids of that

frequency, with the same phase, and amplitude 60 mK peak to peak, similar to the

largest lines seen in AR3. Figure 8.5 shows the projection of this TOD file to map-

space. We see the formation of complex interference patterns, which can be as deep

as 40µK peak to peak.

Figure 8.5 Straight projection to map-space of a synthetic data file where every de-
tector TOD is the same sinusoid at 43Hz and amplitude 60 mK peak to peak. The
horizontal axis is right ascension and the vertical axis is declination. The units of the
scale bar are µK.
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It is interesting that the wavelength of some of these interference patterns can

be as wide as 5′, which corresponds to 11Hz in the TOD and multipole number

` ∼ 4200. This aliasing to larger wavelengths in the map can potentially transform

initially harmless lines into real contaminants of our science signal. Given the overall

result of this small experiment, we can say that in general such contaminants be-

come strongly depressed in map-space, but the precedent of them aliasing to lower

frequencies suggest that it is safer to filter these high-frequency components as much

as possible before map making, which we do.

8.5.4 Turnaround Vibrations and Harmonics

As discussed in Chapter 7, the vibration of the coupling layer causes discrete features

in the TOD repeated in every turnaround, introducing several scan harmonic lines in

the TOD power spectrum. To see the effect of this contamination in map-space, we

projected the same 277GHz TOD data file shown in Figure 7.17c before and after

removing the multi-common mode (which removes most of the referred signal). To

reduce the effects of the atmosphere drift, we removed in the former case the multi-

common mode restricted to frequencies below half the scan frequency, so it should

not interfere with the studied signal. The results are shown in Figure 8.6, where we

can see how the main effect are two horizontal bar-like features at the ends of the

scan. Interestingly, the top and bottom bars have opposite signs, as if the coupled

layer moved in different directions in each case, in agreement Figure 7.19. Together

with those, we can see other secondary horizontal bars evenly distributed across the

scan. The large scan gradient across the whole scan extension can also be a secondary

effect, but it is more likely that it corresponds to unfiltered modes of the atmosphere.

Most of these features are gone after removing the multi-common mode (note that

the scale of the figure changed significantly between the two cases), except for some

residual bars at the end of the scan. We expect that removing the simple common

mode together with four column correlated modes can have a similar effect, as could

be seen in Figure 7.21.

Even after removing the multi-common mode, the residual bars are more than

1 mK deep, which may add to other observations done over the same azimuth range.

By measuring the thickness of the bar we can determine that nearly 0.7◦ of the scan

is strongly affected by it. This suggests that we can try to clean this contamination

by cutting that much data near every turnaround. As the perturbation is caused by

the acceleration at the turnaround, the cut can start slightly before the acceleration
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(a) Before multi-common mode removal

(b) After multi-common mode removal

Figure 8.6 Straight projection to map-space of a TOD, the same shown in Figure 7.17c,
with and without removing the multi-common mode to show the effect of turnaround
contamination. The atmosphere effects were removed in the former case by removing
the multi-common mode restricted to frequencies below half the scan frequency. The
horizontal axis is right ascension and the vertical axis is declination. The units of the
scale bar are µK. (a) TOD projection before removing the multi-common mode. (b)
TOD projection after removing the multi-common mode.
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starts, ending 0.7◦ away from the turnaround azimuth.

8.6 Adaptive Filters

We have shown that correlations between the correlated modes and the sky signal

can bias the sky map estimation. A way to minimize this effect is by optimizing our

selection of modes in order to minimize that correlation. We can do this iteratively

by recalculating our modes from the residual data after subtracting from them our

current best estimate of the sky map.

Let us consider a mode defined as a linear combination of the detector signals

specified by v, then our initial mode can be found from Equation 5.25. After running

a full PCG using this set of modes as filters, our best estimate of the sky map will be

given by the solution for x in Equation 8.16. Now we can de-project that map into

TOD space and subtract it from the original data, before recalculating the modes

and starting a new iteration.

To visualize the action of the mode removal given different TOD data files, detec-

tors and data samples, it is essential to introduce tensor notation. Translating from

our previous notation, we have that d becomes dijk, where i indicates data sample, j

indicates detector and k indicates TOD data file; the linear combination v becomes

vj; the mode m becomes mik; the projection matrix M becomes Ml
ijk, where l indi-

cates pixel in the map; and the map x becomes xl. Now we can rewrite Equation 5.25

as
1mik = 1w−1t

k vj dijt, (8.17)

where w−1 are the correspondent normalization factors and the super-index (1) indi-

cates that this is the first iteration of modes.

The new mode can be calculated as

2mik = 2w−1t
kv

j
(
dijt −Ml

ijt
1xl

)
(8.18a)

= 2w−1t
k

[
1w

p
t

1mip − vjMl
ijt

1xl

]
(8.18b)

where 1xl is the map solution obtained using the first iteration of modes. For a

straight projection, this previous map can be written as

1xl = W−1s
l Majb

s

(
δik
ab − 1mab

1mik
)

dijk, (8.19)

where W−1 divides by the weights associated to every pixel in the map. Considering
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the simple case where the data only contain sky signal, then the identity dijk ≡
Ml

ijk W−1s
l Mabc

s dabc is valid and Equation 8.18a becomes

2mik = 2w−1t
k vj Ml

ijt W−1s
l Mabc

s
1mac

1mde ddbe. (8.20)

This equation can be easily extended to any iteration, which will only depend on the

previous iteration.

Reading through Equation 8.20 from right to left, the first step is to project the

data to the subspace formed by the modes (mac mde ddbe is the best approximation

of the data that can be done using the modes). Then this approximate TOD is

projected to map-space, effectively combining data from different TOD data files

and from different parts of the array. The weight tensor will then average down every

pixel such that the new modes are obtained from the averaged version of the previous.

This averaging effect depresses any mode component that is correlated with the sky,

helping to decouple the modes.

In the case that the signal is formed by the sky plus contamination, then Equation

8.18a becomes

2mik = 2w−1t
kv

j
(
δde
it −Ml

ijt W−1s
l Mdbe

s + Ml
ijt W−1s

l Mabc
s

1mac
1mde

)
ddbe, (8.21)

where the first two terms from the left, inside the parenthesis, add the contribution

of the data that do not average down when projected to map-space, which is all due

to contamination.

8.6.1 Adaptive Filter Convergence

The evolution of the adaptive filters can be accelerated by optimizing the best estimate

of the current map to resemble as much as possible the sky signal that we want to

recover. This can be done by filtering the sky map estimate with a Wiener or optimal

filter, modifying the power spectrum of the map to fit the expected power spectrum

of the sky. The effect of the filter is simply to boost frequencies that have been

depressed by the previous filtering and depress others that can be contaminated by

noise. This filtering can be done in TOD space, which requires a good knowledge of

the power spectrum of the sky given the array configuration and scan strategy.
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The Wiener filter is defined as

F =

√
PS(sky)

PS(map)
, (8.22)

where PS(sky) is the expected power spectrum of the sky and PS(map) is the power

spectrum of the current map solution, in TOD space.

The application of the Wiener filter modifies Equation 8.18a, which becomes

nm̄ik = nw̄−1t
kv

j
(
dijt − n−1Fr

i Ml
rjt

n−1xl

)
(8.23a)

= nw̄−1t
k

[
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p
t
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1mrp − n−1F
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1mrp − nwp
t
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, (8.23c)

so the Wiener filter will help to produce a new mode by explicitly removing the part

of the original mode that has a power spectrum similar to the sky power spectrum.

The flaw of this method it that the result depends on the a-priori knowledge that

we have on the power spectrum of the sky signal, such that using the incorrect power

spectrum may introduce errors in the estimation of the modes, which can cause a

biased result. For example, if the level of the power spectrum is wrong, removing

the filtered map from the data will leave a residual signal in the data which will be

captured in the modes and never recovered. Despite this, one can think that it is

possible to use the Wiener filter for the first few iterations and then stop using it

later to reduce the biasing.

8.7 Map Iteration Testing

In order to understand how the signal is recovered by iterating the modes, we per-

formed a set of simplified tests using simulated CMB signal and atmosphere.

8.7.1 Signal Only Test

The simplest test one can imagine is to use a synthetic TOD formed only by CMB

signal, obtain and remove correlated modes from it, project it to map space using

simple averaging, and then iterate the modes as described before. As the whole

system is known, we can easily track the signal recovery with every iteration, and we

would expect that the modes will vanish (or become orthogonal to the CMB data)
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after many iterations5.

To obtain the synthetic TOD, we use a simulated map of the sky containing

pure CMB signal. Using a real TOD data file from AR1, season 2007, scanning the

southern strip as a pointing template, we de-project the sky map onto every detector

TOD, respecting the detector cuts as they were in the original TOD data file to make

it more realistic.

Simple Common Mode Removal

Figure 8.7 shows a composition of mode recovery iteration steps done for CMB-only

data after removing the simple common mode. Figure 8.7a shows the actual CMB

maps recovered, and Figure 8.7b shows the difference between the original map and

the recovered map. We can see how the common mode removes power from sub-

degree scales which is completely recovered after 20 iterations, leaving residuals in

scales larger than a degree.

Simple Common Mode With Wiener Filter

We can try to improve the convergence of the mode recovery using a Wiener filter in

TOD space. To obtain the filter we follow the recipe given in Section 8.6.1, combining

many realizations of the CMB using the same scan strategy. The results for the simple

common mode are shown in Figure 8.8. We can see that the improvement is significant

compared to the test done without the filter, recovering most of the power in the first

five iterations.

It must be mentioned that the Wiener filter used here is the ideal one, as we

generated it using our certain knowledge of the signal power spectrum.

Multi-Common Mode With Wiener Filter

Given our good results using the Wiener filter for the simple common mode, we tried

using it for the multi-common mode. The results are shown in Figure 8.9. From the

first projection we can see how the multi-common mode mode removes significant

power in the sub-degree scale, as expected. After 5 iterations using the Wiener

filter most of that power was recovered, leaving only some residuals of order 20µK.

Including more iterations does not improve much more the results, which tends to

oscillate but without diverging. Given that the SVD analysis is free to choose a

5Note that adding Gaussian noise will not change the result as the process is linear
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(a) Map iteration step comparison

(b) Map difference from original

Figure 8.7 Mode recovery iteration steps for CMB-only data and simple common
mode removal. There is no noise in this map. (a) Map recovery iteration steps. The
last map is the original map. (b) Difference with the original map for each iteration
step.
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(a) Map iteration step comparison

(b) Map difference from original

Figure 8.8 Mode recovery iteration steps for CMB-only data and simple common
mode removal, accelerated using a TOD-space Wiener filter. There is no noise in
this map. (a) Map recovery iteration steps. The last map is the original map. (b)
Difference with the original map for each iteration step.
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different set of linear combinations to generate the modes each time, a different linear

combination of block common modes is used in each iteration allowing the oscillations.

(a) Map iteration step comparison

(b) Map difference from original

Figure 8.9 Mode recovery iteration steps for CMB-only data and multi-common mode
removal, accelerated using a TOD-space Wiener filter. There is no noise in this map.
(a) Map recovery iteration steps. The last map is the original map. (b) Difference
with the original map for each iteration step.

8.7.2 Signal Plus Atmosphere Test

Having empirically showed that the mode recovery method allows one to orthogonalize

the modes from the sky signal, we still need to show that the same method can be

applied to more realistic data (for example contaminated with the atmosphere signal)

without loosing the filtering power of the orthogonalized modes. A concern is that,

if there is excessive correlation between the correlated noise and the sky signal, part

of the former may come back to the maps.

To test this we generated a synthetic TOD containing CMB plus atmosphere
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simulated data. As the atmosphere signal it normally much stronger than the CMB

signal, we had to reduce its power in the simulation in order to make it equivalent

to the CMB power, allowing us to visualize the effects of the mode removal on the

CMB signal. The effects of the mode removal on the CMB signal are mathematically

independent of the amplitude of the signal, so there is no loss of generality with

this. The atmosphere simulation consists on a moving sheet located at 1 km above

the telescope and moving at nearly 5m/s, with structure that follows a power law

spectrum of index -8/3, as observed. Using this synthetic TOD file, we repeated the

test done before, projecting it to map-space after removing the modes and using the

result, filtered with a Wiener filter, to recalculate the correlated modes, and so on.

Simple Common Mode

Figure 8.10 shows the results for iterating the simple common mode. In 8.10a we

can see, side by side, the projection of the original data (highly contaminated by

the atmosphere), together with iterations 0 and 5, and the original CMB-only map,

while in 8.10b we can see the difference between the first three and the CMB-only

map. In iteration 0 most of the atmosphere signal, seen mainly as long stripes in

the scan direction, is gone, together with CMB signal at the near sub-degree scale,

as expected. After 5 iterations most of the sub-degree CMB signal is recovered, with

only some weak contamination from the atmosphere, showing a clear improvement

from iteration 0. After iteration 5 the result stabilizes (not shown in the figure),

such that most of the mode recovery happens in the first 5 iterations. An important

observation is that there is no evidence of atmosphere modes growing in the sky

solution, which was our main worry, instead the residual atmosphere contamination

after 5 iterations seems to be due to the natural limitation of the common mode to

represent the atmosphere signal.

Multi-common Mode

Given the good results obtained for the simple common-mode, we repeated the same

test, this time using the multi-common mode. The result is given in Figure 8.11. This

time it took 10 iterations, as opposed to the 5 iterations needed for the simple common

mode, to reasonably converge. In terms of residual atmosphere contamination, we

can see that some is still left after 10 iterations, but it does not grow in the following

iterations.

To give a more quantitative perspective to the result, Figure 8.12 shows the stan-
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(a) Map iteration step comparison

(b) Map difference from CMB-only map

Figure 8.10 Mode recovery iteration steps for CMB plus atmosphere simulated data
and simple common mode removal, accelerated using a TOD-space Wiener filter.
There is no noise in this map. The units of the scale bar are µK. (a) Map recovery
iteration steps. The leftmost map has no mode removal and the rightmost map is
the CMB-only map. (b) Difference with the CMB-only map for each iteration step,
starting from no mode removal on the left.
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(a) Map iteration step comparison

(b) Map difference from original

Figure 8.11 Mode recovery iteration steps for CMB plus atmosphere simulated data
and multi-common mode removal, accelerated using a TOD-space Wiener filter.
There is no noise in this map. The units of the scale bar are µK. (a) Map re-
covery iteration steps. The leftmost map has no mode removal and the rightmost
map is the CMB-only map. (b) Difference with the CMB-only map for each iteration
step, starting from no mode removal on the left.
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dard deviation (rms error) of the residuals with respect to the CMB-only map. We

can see how the mode recovery happens quickly in the first few iterations, stabilizing

around the tenth iteration. Later there is a slight growth in the error, which is driven

by the evolution of large scale modes, but which has not been shown to diverge. The

standard deviation stabilizes near 25µK, but as shown in Figure 8.11, most of this

power corresponds to angular scales larger than a degree.

Figure 8.12 Mode recovery residual rms error as a function of iteration step for CMB
plus atmosphere simulated data and multi-common mode removal, accelerated using
a TOD-space Wiener filter. Iteration number -1 corresponds to the straight projection
of the unfiltered data.

This result is important. It shows that the mode recovery method can recover

most of the CMB power at the scales of interest without loosing filtering power over

undesired signals as the atmosphere, even for a strong filter such as the multi-common

mode.

The Wiener filter was used in these tests, accelerating the convergence of the CMB

map. Without the filter (which can be the choice to avoid introducing another bias

to the result), large scale modes would take longer to converge, but we would still

expect a significant improvement al smaller scales.

8.8 First Sky Maps From ACT

Within the ACT collaboration there are three serious, semi-independent, mapper code

developments, each one intensively used to generate the first preliminary maps from

ACT data, producing the first published results [13]. The first mapper to be written
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is called MOBY and its development was lead by Tobias Marriage in Princeton Uni-

versity. MOBY is a very flexible code based on a combination of C code, used to give

maximum performance for low level applications, and Python code, used to generate

a friendly interface with the user/developer. More than just a mapper, MOBY has

grown to become a complete data analysis platform with hundreds of useful analysis

and visualization tools, allowing us to understand the data in great detail. Most of

the work presented in this thesis was done with MOBY applications. As a mapper,

MOBY uses the PCG method to produce map solutions, but it can also be used to

make straight projections of the data in smaller areas for point source analysis. A suc-

cessful branch from MOBY is called JAWS, which is used to generate fast projections

of large areas of the sky for preliminary analysis and visualization purposes. With

these maps we have been able to obtain important results, like pointing solutions,

beam and calibration measurements, noise and systematics measurements, and other

data reduction tasks. Together with the real data, MOBY has been intensively used

to map simulated data, in an effort lead by Matt Hilton from South Africa, serving

to compare and understand the mapper developments.

The second mapper to be written was developed by Adam Hincks in Princeton,

and its main characteristic is that it uses the Cottingham method instead of the PCG

method to produce the map solution. The Cottingham method (better described in

[13]) uses B-splines to fit the atmosphere during the map-making process in such a

way that it produces an unbiased solution for the map. This method gives excellent

results for small area maps, but its computational requirements make it difficult to

use for larger maps. For this reason, this mapper is mainly used to analyze small,

targeted regions like point sources, being particularly important in the measurement

of the beam shape and solid angle, as well as for obtaining planet calibrations. This

mapper was developed with the ability to remove synchronous pickup and dark mode

correlations (as discussed here), especially for slow thermal drift removal. Also, the

atmosphere sub-array structure has been accounted for by dividing the array into

nine blocks before fitting the atmosphere spline, in agreement with the expected out-

of-focus effect. The Cottingham mapper is essentially independent of the MOBY

mapper, being a useful point of comparison for debugging both systems.

The third mapper is called Ninkasi, and it was developed by Jonathan Sievers at

CITA. It is a highly optimized code for parallel computing, specially developed to run

on large computer clusters and produce fast map solutions out of large areas of the

sky. The algorithm is based on the PCG method, implementing at the same time a

particular version of SVD mode removal and dark mode removal. Ninkasi has already
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produced full area maps for AR1, season 2008 data, which have been used for power

spectrum analysis, although the results are still preliminary and in a development

stage, not ready for publication. The Ninkasi mapper needs to be fed with pre-

processing solutions like calibration, pointing, cuts and time-constants, which are

mostly pre-calculated in MOBY6. This makes MOBY and Ninkasi a symbiotic system

necessary for the generation of the first sky maps from ACT.

Notice that all three mappers rely on the dark mode removal techniques described

here.

Figure 8.13 shows a point source map of the Bullet Cluster (1E 0657-56 and

ACT descriptor ACT-CL 0658-5557) obtained by the Cottingham mapper using

148GHz data integrated over 3.4min of observation. The map has been overlaid

with contours of X-ray emission (black) and dark matter distribution (orange). One

can see that the SZ decrement is centered near the center of the X-ray distribution,

not necessarily following the dark matter distribution. The peak magnitude of the

decrement is roughly 500µK
√

s in CMB equivalent units, which is on the high side

of the expected magnitudes from this kind of objects (it is actually the strongest SZ

cluster detected by ACT so far). For the generation of this map, the synchronous

pickup was removed using a sinusoidal fit, the thermal drift was removed using a

correlated mode from the dark detectors, and the atmosphere was estimated dividing

the array into 9 sub-blocks7.

Together with the release of the first maps of the sky, we begun an intensive

search for all sorts of foreground objects, as well as attempts of computing the CMB

power spectrum from them. These maps have shown the effects of the systematic

contamination previously discussed in this thesis in various degrees, affecting the

accuracy with which scientific results can be obtained from them. We hope that the

improved understanding of the systematics of the data, as presented in this study,

is going to continue helping to optimize the map-making process, minimizing these

effects, and helping to improve our scientific findings.

6For now the calibration solution is based on Adam Hincks’ work with the Cottingham mapper,
but in the future it will be replaced by a calibration solution based in MOBY.

7This is similar to what the multi-common mode does, but using B-splines instead of correlated
modes within the Cottingham architecture.
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Figure 8.13 ACT data map of the Bullet Cluster (1E 0657-56 and ACT descrip-
tor ACT-CL 0658-5557) obtained by the Cottingham mapper using 148GHz data.
The X-ray contours (black) correspond to a 85 ks long Chandra observation (Obs
Id 3184) in the 0.5-2.0 keV band. The contour values are 4 × 10−7 to 2 ×
10−9 photons/cm2/s/arcsec2. The dark matter contours (orange) were obtained from
Clowe et al. (2007) [8] by weak lensing reconstruction with contours running from
κ = 0.12 to 0.39.



Chapter 9

Conclusions

In conclusion, we have successfully characterized several fundamental aspects of this

experiment1. Based on the technical properties of the instrument, we settled the

basic concepts needed to understand the data obtained from the telescope, specially

its signal, noise and systematic properties.

We also provided fundamental statistics about the first two seasons of observa-

tions, which included the number of observed hours in each region before and after

data selection for all three bands. This “digested” overview was only possible thanks

to the development of a stable and robust piece of software able to run over the vast

amount of data acquired so far, selecting the data that could be used for map-making

by identifying and cutting a long list of pathological events found in the data. Con-

sidering the total amount of survey hours observed in season 2008 and the number of

hours left after data file selection, the per array observation efficiency is 84%, 83%

and 80% for 148GHz, 218GHz and 277GHz respectively. Here, nearly 20% of the

loss of efficiency was due to weather conditions, which we do not control, and the rest

was caused by acquisition problems, which we do control and can improve. In terms of

the intrinsic array efficiency, 22%, 6% and 33% respectively out of the 1024 potential

lived detectors in each array were permanently broken, mostly due to manufacture

problems, while 14%, 12% and 29% were cut on average due to pathological behav-

ior. The total per array efficiency, considering both observation efficiency and intrinsic

array efficiency was 54%, 68% and 31% for 148GHz, 218GHz and 277GHz respec-

1Most of what is given as conclusions here are due to my personal contribution to the project.
Summarizing, my main contributions were: development of a model to explain the detector noise;
panel and camera alignment at the site; data pipeline development (MOBY) including multiple
analysis and visualization tools; data characterization including noise, systematics and atmosphere as
presented here; data selection and accountability; and development of the mode removal techniques
and ideas, including dark-decorrelations and super-iterations for mode recovery.
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tively, compared to an ideal system where all survey hours, with 1024 detectors per

array, were usable.

We also characterized the sky signals present in the data, locating them in a

TOD frequency band limited below roughly 30Hz, and relating those frequencies to

multipoles of the sky power spectrum given our observation strategy. This could

be later compared to the noise and systematics observed in the actual data. In

this respect, we observed that the data are dominated by the atmosphere signal,

being limited to low TOD frequencies given its negative power-law dependence, but

in a band shared also by the CMB signal. For this reason, the atmosphere is the

main concern at the time of map-making. The atmosphere showed a power-law

index closer to −8/3 than to the theoretically accepted −11/3 for a 3D turbulence

model, indicating that the atmosphere above the telescope is better described by a

2D turbulence model. At frequencies above 5Hz the data are dominated by detector

and readout noise, which is essentially flat, with a moderate increase toward higher

frequencies due to the detector excess noise. This, in addition with the high-frequency

correlated noise, implies that above ∼ 50 Hz the signal-to-noise ratio is very poor,

thus we can improve the total signal to noise by filtering out those frequencies in

TOD-space2.

Comparing the noise in the data with measurements done in the SRDP for AR1,

we showed that, at least for frequencies above 20Hz, the random noise is dominated

by detector excess noise3, while at mid-frequencies it is dominated by detector thermal

noise. At low frequencies it is hard to give a statement about the random noise because

the atmosphere signal and the thermal variations of the cryostat dominate. Given our

signal band, the mid-frequency noise level (normally defined between 5 and 20Hz)

is the most important to characterize the sensitivity of the detectors. We showed

that, at least for detector AR1-r31c11, the mid-frequency noise cannot be explained

by the combined effect of detector noise (measured in the SRDP), photon noise and

SQUID noise, having a noise excess that could well be due to miscalibration in either

MBAC or the SRDP. We measured the mid-frequency noise level for all data in season

2008 for AR1 and AR2, averaging 980µK
√

s and 1430µK
√

s respectively given our

current calibration values. The same was not possible for AR3 because its calibration

is not sufficiently understood for this purpose4. The sensitivity distribution across

2This also means that it is possible to downsample the data twice without loosing sensitivity.
3The excess noise is less important in AR2 and AR3.
4The reason why the calibration for AR3 is not well understood yet is because the detector

columns in it have very in-homogenous properties, which makes the biasing task very complicated.
This, together with the fact that the atmosphere is strongest at this frequency producing larger
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the season is relatively homogeneous, showing an apparent correlation with PWV,

which could not be systematically confirmed, but which is probably related to the

increase in photon loading and subsequent photon noise. Finally, these sensitivities

were calculated after removing the multi-common mode and row correlations. It

was shown that removing these correlations can reduce the noise level by nearly

100µK
√

s in AR1, which is the contribution of the correlated signals to the overall

noise level.

A significant effort was put into characterizing the different systematic signals

present in the data, which showed up as correlated noise within detectors. From

the five main kinds of systematics found, namely magnetic pickup, electromagnetic

pickup, thermal drift, mechanical vibrations and thermal oscillations, the last two

have the most potential to produce harmful effects in the maps. Fortunately, the

effect of mechanical vibrations coupled through the coupling layer for 218GHz and

277GHz is gone in season 2009, as their coupling layers where removed after season

2008, but will still be present for 148GHz. By the time when the decision of removing

the coupling layer from only those two arrays was taken, there was no big evidence

that this was a problem in AR1, but further analysis showed that this effect was also

present there, although at a much lower level. Today there is no plan to remove

the coupling layer from AR1, as we expect that the noise improvement will not

compensate the loss of sensitivity.

In an effort to minimize the effects of the systematic signals, including the atmo-

sphere signal, we have developed a method to remove correlated signals from the data

and from the maps, which we call “mode removal”. Given that most of the system-

atic signals are coherent in time, the method consists in identifying and deprojecting

TOD modes that appear correlated between the detector TODs. For this, the SVD

has shown to be a powerful tool for identifying correlated modes, especially when

applied with the correct priors, implemented as an arbitrary pre-averaging of specific

groups of detectors. By far the most important mode that can be found is the com-

mon mode, defined as the straight averaging of all the live detectors5, as most of the

systematic signals can be described relatively well by it, including the atmosphere.

For the latter, we have shown that the atmosphere removal can be improved by using

an extended version of the common mode, the multi-common mode, which consists

in the set of strongest modes obtained from pre-averaged modes from square blocks

changes in loading, makes part of the array present an unstable behavior that is hard to characterize.
5Performing an SVD of all the live detectors shows that the most powerful mode is very close

to the common mode, so for the use here it is better to just stay with the well described common
mode.
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of detectors in the array6.

The inconvenience of the mode removal method is that, together with removing

systematic signals, it can also remove sky signal, biasing the results. In this sense, the

multi-common mode removes CMB features above smaller angular scales (` ∼ 1800)

than the standard common mode (` ∼ 450). To solve this problem, we have provided

two alternatives: the first one is to use the dark detectors to produce modes that

are inherently uncorrelated to the sky signal, and the second is to orthogonalize

the modes in the map-making process. The dark decorrelation has shown to be a

powerful way to remove non-optical systematics, but it is not useful for removing

the mechanical vibrations of the coupling layer and atmosphere effects, which are the

most critical signals that need to be removed. The orthogonalization method (mode

iteration method) consists in using the latest best solution of the map to recalculate

the modes from the residual data. Preliminary tests done on simulated data show that

the mode iteration method is able to decouple the modes from the sky data without

reducing the filtering power of the modes, becoming a promising way of filtering

optical contamination without significantly biasing the results. In this respect, it is

still questionable if it will be possible to accelerate the convergence of this method

using a Wiener filter, because using an incorrect guess for the CMB power spectrum

can generate errors in the estimation of the correlated modes or at least slow down

the convergence, with effects on the final maps that are hard to understand.

Future work must be done testing these methods for map-making on real data,

implementing the mode iteration method into the PCG solution and developing op-

timized priors for identifying correlated modes using SVD. Also, the exploration for

correlated modes in other spaces, like for example the moving-sheet-space for the

atmosphere signal, is a promising area waiting for a deeper understanding of the

properties of the systematic effects in the data.

6The multi-common mode has also shown to be powerful for removing other systematics other
than the atmosphere, like the mechanical vibrations and thermal drift.



Appendix A

NET Derivation

As the TOD noise is not white, some care must be taken to understand the sensitivity,

so we will start from the very beginning: given a TOD d[s] with the mean removed,

its Fourier transform can be defined as

D[k] =
N−1∑
s=0

d[s]e−2πjks/N , (A.1)

where N is the number of samples s. The resolution of the Fourier transform (fre-

quency gap between k and k + 1) is given by ∆ = 1/(Nts), where ts is the sample

time, while the maximum frequency represented is fmax = 1/(2ts). The power spec-

tral density can be written as

PSD[k] =
2tsD

2[k]

N
. (A.2)

On the other hand, the rms of the TOD is defined as

rms =

√∑
d2[s]

N
=

√∑
D2[k]

N2
=

√
1

2ts

∑
PSD[k]

N
, (A.3)

where the second equality used Parseval’s theorem. Note that we can identify the

mean PSD in this expression. If the noise is white then the mean PSD can be replaced

by the white noise level. As the TOD is already in units of temperature (or power),

the NET is just rms
√

ts, so

NET =

√
1

2

∑
PSD[k]

N
. (A.4)
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As the signal is not evenly distributed in frequency, we may be interested in

quoting NET values at certain frequency ranges. For that we can assume that the

noise is white, with level equal to the mean PSD in the desired frequency range, then

NETrange =

√
1

2

∑
range PSD[k]

Nrange

. (A.5)
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